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Project Overview 
The noise signature of contemporary turbofan engines is dominated by fan noise, both tonal and broadband. Accepted 
methods for predicting tone noise have existed for many years. Furthermore, engine designers have methods for controlling 
or treating tonal noise but not broadband noise. Thus, further reductions in engine noise will clearly require accurate 
prediction methods for broadband noise to enable design decisions. Interaction noise from the fan-stage is a dominant 



	

	
	

broadband mechanism in modern high-bypass engines and is created by the interaction of the turbulence in the fan-wakes 
with the fan exit guide vanes (FEGVs). This project will leverage prior development of low-order models for the prediction of 
fan broadband interaction noise. Gaps in the low-order approach will be addressed on the basis of knowledge gained from 
computation and experimentation. In particular, a method for determining the inflow into the stator via a machine learning 
(ML) algorithm will be developed. The low-order method will also be validated against full-scale rig data, and appropriate 
development will be undertaken based on the findings.  

 
Task 1 - Fan-wake Surrogate Model Creation 
Boston University and Raytheon Technologies Research Center 
 
Objective 
The goal is to build a surrogate model using ML that would work with performance-level unsteady Reynolds-averaged Navier–
Stokes to specify the turbulent length scales and turbulence spectrum at locations along the helical fan-wake path.  
 
Research Approach 
Subtasks 1.1 and 2: Development of autoencoder and decoder 
 
Two ML approaches have been developed, labeled as single-output and multi-output methods. More time was spent 
developing the single-output method before September 30, 2021, and it is described in detail herein. Introductory comments 
regarding the reason for pursuing the multi-output method are also given.  
 
Master’s degree students in a course at BU offered within the statistics program worked on the initial development of an ML 
algorithm for the streamwise mean velocity downstream of a fan rotor. Data produced on a previously funded AeroAcoustics 
Research Consortium (AARC) project for the rotor used in NASA’s Source Diagnostic Test (SDT) were used during the initial 
development. The students had access to the three-dimensional (3D) grid and solution files from a computational fluid 
dynamics (CFD) analysis. The grid started just downstream of the rotor and extended to just upstream of the FEGV’s position 
in the experiment. The students were also given information about the rotor at specified radial locations along the trailing 
edge, including the coordinates of the trailing edge, the rotor chord, and stagger. These data were available for the three 
rotor speeds most studied from the SDT. The rotor speed and rotor geometric data were the input data. The students chose 
to consider the streamwise velocity at every point in the CFD grid as the information to be learned, so that the ML, when 
given another set of inputs (e.g., a different speed for the same rotor, or a different rotor at the same speed), could be used 
to predict the streamwise velocity anywhere in the gap between the fan rotor and FEGV. The SDT fan has 22 rotor blades, 
and the CFD is performed by using a periodicity condition so that only a single rotor blade passage is included in the 
computation. A view of the streamwise velocity at a specific percentage radial position in the gap is shown in Figure 1.  
 
The developed ML process has two phases. The first phase learns the location of the minimum-velocity position at a given 
axial location. This allows for a rectification of the wakes such that they all align as shown in Figure 2. The function providing 
the wake center position is learned by using a polynomial regression model. The second phase of the ML then focuses on 
learning the centered wake shapes. The students tested both a natural splines model and a multivariate adaptive regression 
splines (MARS) model. To train the models, 80% of the points on the CFD grid downstream of the rotor were used. The other 
20% of the points were then used to test the model. The streamwise velocity at the test locations was well predicted. One 
particularly interesting feature of the MARS model is its identification of relevance levels of the various input parameters.  
 



	

	
	

 
   

 

	
	

Figure 1. Left: streamwise velocity downstream of the rotor at a given percentage radial location, as a function of the 
axial distance from the rotor and the circumferential position. A periodic condition (2 pi/22) is seen as wake wraps 

according to the axial distance from the rotor. Right: streamwise velocity at different axial distances from the rotor, at a 
fixed percentage radial position. Colors are consistent with the key at bottom left. 

	
Figure 2. Top: unrolled wakes. Bottom: centered wakes. 



	

	
	

The task description notes that the surrogate model must provide the input for the low-order FEGV acoustic response 
calculation. In particular, we had proposed to learn the mean flow and the turbulence length scale and spectrum. Previous 
research has shown that the Liepmann spectrum represents the nature of the spectrum reasonably well. Therefore, we will 
continue to use the Liepmann spectrum and develop the surrogate model to provide the turbulence intensity and turbulence 
length scale, which are used to tune the Liepmann spectrum. Furthermore, previous research has shown that the heuristic 
method for determining the length scale according to CFD turbulence parameters k and e or k and w works sufficiently well. 
Thus, we have tested the ML algorithms for learning these parameters as well as the streamwise mean velocity. 
 
The group project served as a launching point for further development of ML models. Other ML methods including decision 
tree and neural net models were tested. Additional data were acquired, as discussed in Subtask 1.3 below. XGBOOST with a 
decision tree base and a regular deep neural net (DNN) both worked well when 80% of the CFD data were used for training 
and 20% were used for testing. However, the methods were not robust to all methods for selecting training and testing data, 
as discussed further as part of Subtask 1.4.  
 
The single-output methods described thus far assume that each point in the CFD grid downstream of the rotor and each 
rotor input value at a given radial location are independent. Clearly this is not physical, given that the radial slices along the 
rotor are most definitely connected. In addition, radial connectedness (as well as circumferential connectedness) is present 
in the region downstream of the rotor. This prompted discussions that led to developing multi-output machine learning 
methods. Figure 3 shows the basic difference between the single- and multi-output methods.  
 

 
 
 

	
Figure 3. Single- vs. multi-output machine learning idea. The multi-output method does not require rectification of the 

wakes (centering) before learning the wakes. 
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Subtask 1.3: Identification and creation of training data 
 

Subtask 1.3.a: Existing training data: BU and RTRC will work to collect relevant existing fan-wake data sets.  
Subtask 1.3b: Creation of additional training data: RTRC will take the lead in producing new data sets.  
 

As mentioned under Subtask 1.2, the original data used for development and testing of the ML algorithms came from 
previous work on the SDT. There were three rotor speeds, and the rotor geometry at each speed was slightly different 
because the hot geometry had been computed (i.e., structural deformations due to the aero loads were determined and used 
to determine the actual rotor geometry at that rotor speed). The first year of this project extended the available data by 
running more rotor speeds and mass flow conditions for the SDT geometries. In particular, four geometries were considered: 
cold (CAD), approach hot, cutback hot, and takeoff hot. For each geometry, seven speed lines were run with approximately 
10 mass flow cases for each speed. A typical set of performance plots for one of the geometries is shown in Figure 4. 
Consequently, 268 cases were available for use in the ML.  
 

 
 
AxStream software was used and tested for developing new rotor geometries to be used in year 2. The application module 
AxSlice was leased for several months to support this effort. AxSlice allows users to read in existing rotor geometries and 
convert them to parametric representation in AxStream. This process has been used to create new potential input parameters 
for ML, including the radial distribution of the rotor blade stagger angle, camber, and leading- and trailing-edge wedge 
angles, shapes and sizes. In addition, a Matlab script was developed to drive the streamline solver within AxStream to run 
multiple flow conditions and rotational speeds and extract the required flow parameters for the ML algorithms, such as 
inflow and outflow angles. In addition, the co-PIs are now ready to create geometries very different from the SDT to truly test 
the robustness of the ML algorithms in year 2.  
 
Subtask 1.4: Application of surrogate model to relevant fan geometries 
 
This report focuses on the results from the single-output ML method. The ML was used to predict the mean streamwise wake 
across a rotor passage as well as the turbulent kinetic energy (TKE) and turbulent dissipation parameter (omega) across a 
passage. As noted above, 268 cases were available for training/testing. Two methods for using the data set were considered 
and led to different outcomes. First, a random selection of 80% of the data was used for training, and the other 20% was 
used for testing. A prediction means that the ML algorithm gives the value of a parameter of interest (mean flow, TKE or 
omega) at a specified point downstream of the rotor based on the rotor input information and wake point location. The 
single-output method applies the learned relationship to the wake center position as well as the centered value. Subsequently, 
a reconstruction of the actual wake is completed by using these two pieces of information. XGBOOST with a decision tree 
basis yielded good results for all parameters and provided relevance levels for the input parameters, which added physical 
insight. For the low-order acoustic methods, the wake information is needed just upstream of the FEGV. For the SDT-related 
geometries and the CFD-based training/testing data, this corresponds to an axial counter-position of i = 30. The 
reconstructions of the wake at i = 30 are shown in Figure 5. The input parameters used during year 1 to describe the rotor 

	
	
	
	
	
	
	
	
	
	
	

Figure 4. Performance curves for SDT cold (CAD) geometry. Blue: experimental data digitized from NASA TM 2013-
214029. Black: CFD results. 



	

	
	

include the rotor speed (noted as omega), mass flow rate, location of the trailing edge at different radial slices (xte, thte, 
and rte), difference between the center wake position at a given percentage radial location, trailing-edge point at that 
percentage radius (x_new, th_new, and r_new), stagger angle (bladeAngle), chordlength (chord), and thickness of the 
boundary layer at the trailing edge on the upper and lower sides (upBLnor and lwoBLnor) at each radial slice. A total of 30 
radial slices are specified. Because the flow is not wake-like near the hub or tip, only the 3-28 radial slices are used as input, 
and the ML reconstructions are attempted only at these radial locations. This effectively means that we are leaving out 6% at 
the hub and 6% at the tip.  
    

 
 
The predictions at all 20% of the wake points used for testing gave a test MSE of 11.51 and an R-squared value of 0.999.  
The case that was the farthest off was for the rotor speed case 6328.5rpm at the lowest mass flow 42lbm/s. However, the 
predictions still visually appeared quite good. Interestingly, the parameter with the most relevance for the mean flow wake 
profile was the mean flow. In contrast, for the TKE and turbulence dissipation parameter, the most relevant parameter was 
the relative position of the wake centerline in the passage (Figure 6). The TKE did strongly relate to the boundary layer 
thickness, which made physical sense, whereas the turbulence dissipation did not.  
 
The second test of the ML algorithm used a different training/test selection method. Full rotor speeds were individually 
excluded from the training. The prediction of that speed from the ML trained by using the other speeds was analyzed 
according to the MSE and R-squared values. An overall performance value for the ML was then obtained as a composite of 
the results from each test-speed case. When an entire rotor speed was left out, XGBOOST performed as expected when a tree 
basis was used. The predictions had a “nearest neighbor” type of outcome. Therefore, large differences existed between the 
predicted and actual wake profiles, as shown in Figure 7. The wake shapes were rather close, but the average value was quite 
off. A second ML algorithm was tested at this point, to move away from the decision tree dependence. A Deep Neural Net 
(DNN) was set up and found to provide predictions with a better overall mean value, but the wake shape was not well 
captured. This led us to further reflection.  
 
For the application to low-order broadband noise prediction, the wake shape is not necessary. Instead, just the overall mean 
value (from hub to tip) is needed. (Low-order tonal noise predictions do rely on the wake shape, and some low-order 
broadband methods require the TKE shape in the wake.) Therefore, the DNN was tested for learning just the overall mean 
value. Figure 8 shows the DNN results. The DNN performs very well in determining the overall mean value. The figure shows 
the worst-performing predictions (for all rotor speeds and mass flow combinations). The TKE and turbulence dissipation 
parameter are predicted similarly with the DNN when full rotor speeds are reserved for testing. The overall mean value is 
well predicted, but the rotor passage shape is not captured.  
 

 
Figure 5. Left: predicted (fitted, red) and actual (observed, blue) results at locations from hub to tip (indicated by 
numbers 3–28) of the mean streamwise velocity across a passage (passage location given as percentage theta). 

Right: relevance of the input parameters. 



	

	
	

These results indicate that the single-output ML algorithms can provide a surrogate model for the wake. However, both the 
DNN and XGBOOST/decision tree algorithms must be applied: the DNN is used to obtain the overall mean value from hub to 
tip, and the XGBOOST is used to determine the passage shape. 
 

 

	  

 
	

Figure 6. Top: TKE prediction with importance level of inputs. Bottom: turbulence dissipation parameter omega prediction 
with importance level of inputs. 



	

	
	

 
 

 
 
 

 
Figure 7. Predicted mean streamwise wake (red) for a rotor speed not used in training the ML algorithm. 

 

 
 

Figure 8. DNN results when using full rotor speed for testing (that speed not used in the training). Top: prediction of 
mean streamwise velocity wake. Example with poor performance. Bottom: prediction of overall mean streamwise 

velocity from hub to tip. Example with poor performance. 



	

	
	

Milestone(s) 
The milestones for Task 1 in year 1 included the following:  

1. Identify and access geometries and operating conditions relevant to study  
2. Prepare initial ML training datasets 
3. Develop ML autoencoder and begin feature extraction 
4. Perform initial training of the ML decoder 
5. Perform the first validation test of the surrogate model  

 
Milestone 3 was adjusted because the ML algorithms that have been built do not use explicit autoencoder/decoder 
algorithms. Milestone 3 was instead replaced by the parameter-relevance weighting, which provides insight into the 
importance of the various input parameters. 
 
Major Accomplishments 

• File-transfer methods were set up between RTRC and BU for easy data sharing. 
• MSSP program used the project in one of their classes, providing an initial push in the development of the ML 

algorithm. 
• SDT fan geometry and flow path information were used to set up new CFD simulations related to the SDT geometries. 
• A total of 268 simulations were performed, all of which were used in training and testing of the ML algorithm.  
• A LBM simulation was started by RTRC to determine whether it might provide additional, critical wake flow 

information. 
• A single-output ML algorithm was developed that would work as a surrogate model to obtain input information for 

the low-order broadband acoustic prediction method based on the SDT-related fan geometries used to date. 
 
Publications 
None to date. Extended abstract submittal to the 2022 AIAA/CEAS Aeroacoustics Conference is expected.   
 
Outreach Efforts 
None 
 
Awards 
None  
 
Student Involvement  
Two undergraduate students, one PhD student, and one Master’s student have contributed to this project. In addition, 14 
students from the MS program in statistics worked on an aspect of the project for a semester-long class project. 
 
Plans for Next Period 
The milestone set for the second year of this project is ML surrogate model refinement and validation. 
 
In year 2, the ML development focus will involve exploration of the multi-output ML method and the creation and use of a 
much larger rotor flow database including rotors with significantly different geometries. 

 
Task 2 - Improvement of Low-order Model 
 
Objective(s) 
The existing low-order methods are regularly applied to the SDT cases and therefore have been well validated against this 
test, which represents one scaled fan and multiple Fan Exit Guide Vanes (FEGVs). The low-order method must now be 
validated against full-scale test data. The low-order method might also require reformulation to account for other real-flow 
effects. 
 
 
 
 



	

	
	

Research Approach 
Subtask 2.1: Ability to predict full-scale results  
The low-order method will be applied to a full-scale geometry with available validation data. Because of the difference in the 
frequency range of interest for the full-scale case compared with the scaled fans, the low-order method is expected to require 
grid adjustments and integral extent adjustments. Such improvements to the low-order method will be completed as part of 
this task.  
 
During year 1, RTRC worked with Pratt & Whitney to obtain the approvals required to use the Continuous Lower Energy, 
Emissions and Noise (CLEEN1) test for the full-scale validation case. RTRC has multiple related simulations and began the 
process of vetting these simulations to determine which can provide the appropriate input data for a low-order broadband 
noise calculation. In addition, the experimental noise measurements are being prepared in a manner allowing them to be 
compared to the low-order predictions.  
 
The low-order method has been reactivated after having not been used for several years. It was applied to the newer fan rig 
ACAT1 test. The results are exactly in line with those previously shown with other low-order prediction methods. 
 
Milestone 
Validate low-order model on new geometry, and test rig-scale vs. full-scale applicability.  
 
This milestone will be carried over to year 2. Although progress has been made in identifying the full-scale test case and 
further validating the low-order method against a newer scaled rig test (ACAT1), the acoustic predictions for the full-scale 
test have not yet occurred.  
 
Major Accomplishments 
Authorization to use the FAA CLEEN I information and data for the full-scale validation will allow this task to commence.  
 
Publications 
None 
 
Outreach Efforts 
None  
 
Awards 
None 
 
Student Involvement  
One BU undergraduate student and one BU PhD student have contributed to the low-order model. The PhD student now fully 
understands how to create the necessary input files and obtain acoustic predictions with the method. Several pre- and post-
processing codes have been updated.  
 
Plans for Next Period 
The milestones for the second year related to this task are described below. The carried-over milestone of completing the 
full-scale validation test of the low-order method will also be addressed. 

• Assessment of tip flow impact on the low-order model 
• Assessment of inflow distortion impact on the low-order model  

 


