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Project Overview 
This project is providing data and methods to continue to improve the aircraft weight, takeoff thrust, and departure and 
arrival procedure modeling within the FAA’s Aviation Environmental Design Tool (AEDT), as well as the AEDT’s full-flight 
modeling capabilities. Some of the modeling assumptions in AEDT are considered overly conservative and could be improved 
using industry and airport flight operations data. Funding for this project will continue to support the implementation of 
these methods and data into AEDT4. To facilitate this, the Georgia Tech team will utilize real-world data flight and noise 
monitoring data to improve departure, full flight, and arrival modeling.  

 
Task 1 – Improved Departure Modeling: Comparison of NADP Profiles to 
Real-world Operations 
Georgia Institute of Technology 
 
Objectives 
Prior research in ASCENT Project 45 provided recommendations for Noise Abatement Departure Procedures (NADPs) to be 
modeled in future versions of AEDT. Comparisons were made between NADP profiles within the NADP library to determine 
the differences between each profile. As a result, two profiles were found most representative of the variability among each 
type of NADP. This task aims to investigate the similarities between the recommended NADPs and real-world departure 
operations for multiple airlines and airports. 
 
Research Approach 
Methodology 
Previous studies recommended that the NADP 1-1 and NADP 2-11 profiles to be implemented in future versions of AEDT 
based on comparisons with real-world trajectories from a single airline. This task extends those efforts by comparing the 
two profiles to a larger real-world Threaded Track dataset containing multiple airlines and departure airports. Three 
additional NADP profiles with 1,500 ft thrust cutback altitude were for wide-body aircraft. These additional profiles were 
selected from the NADP library based on their similarity to NADP 1-1 and NADP 2-11. Trajectory comparisons are made 
between NADP profiles and Threaded Track trajectories at 12 airports for eight narrow-body and four wide-body aircraft 
types. Origin-destination pair information is utilized to compute stage length (SL) based on great-circle distance, thus 
enabling comparisons against procedural profiles with the same SL. Table 1 Error! Reference source not found.lists the 
combinations of profiles investigated in this task, and Table 2 lists the ANP ID investigated for each aircraft type. In the “Final 
Accel.” column, the term CONT indicates that the aircraft accelerates to 250 kts after the initial acceleration and flaps 
transition steps without a constant speed climb between accelerations. 
 
The initial data point available in the Threaded Track data varies greatly from flight to flight. As such, trajectories with initial 
data points >1,000 ft above ground level (AGL) are excluded. The modeled NADP profiles and real-world trajectories are 
resampled at 0.33 nmi ground track distance interval and aligned at 1,000 ft AGL. Because real-world trajectories that either 
(i) do not climb to 10,000 ft above mean sea level (MSL) or (ii) reach such altitude at a ground track distance greater than 
three standard deviations away from similar operations are considered irregular departures, we also excluded such 
trajectories from our analysis. Figure 1 shows an example visualization of the procedural profiles modeled overlaid on real-
world trajectories.  
 
 



 
 

 

 

Table 1. Combinations of profiles investigated (*wide-body only). 

Profile Cutback 
Initial 
Accel. 

Final  
Accel. 

Thrust  
Level 

Weight 
Stage  

Length 
Departure  

Airport 
Aircraft  

Type 

STANDARD Various Various Various 

RT0 
(100% Takeoff, 
100% Climb) 

 
RT15 

(85% Takeoff,  
90% Climb) 

Alternate 
Weight 

All SL with 
real flights 

KLAX 
KORD 
KDFW 
KLAS  
KJFK  
KLGA 
KDCA 
KSNA 
KSFO 
KATL  
KSLC 
KDEN 

B737 
B738 
B739 
B752 
B763 
B77W 
B712 
A319 
A320 
A321 
A332 
A333 

NADP 1-1 800 1,500 3,000 

NADP 2-11 1,000 1,000 3,000 

NADP 1-7* 1,500 3,000 CONT 

NADP 2-12* 1,500 1,500 CONT 

NADP 2-13* 1,500 1,500 3,000 

 
Table 2. ANP ID investigated for each Threaded Track aircraft type. 

Aircraft Type ANP ID 

B737 737700 

B738 
737800 

B739 

B752 
757PW 

757RR 

B763 767300 

B77W 7773ER 

B712 717200 

A319 A319-131 

A320 A320-232 

A321 A321-232 

A332 
A330-343 

A333 
 

 
 

Figure 1. Sample comparison of KSFO B77W procedural profiles, with Threaded Track flights shown in black. 



 
 

 

 

In this task, altitude and ground speed values are utilized are used to compute comparison metrics because these parameters 
are available across both the real-world and NADP data sets. Because both real-world and NADP trajectories are aligned and 
resampled at equal intervals, pair-wise comparisons along the profiles can be made. 
 
Pearson correlation coefficient is used as a shape-based comparison metric to measure how two trajectories co-vary over 
time and identify the most representative NADP profile. The coefficient is invariant to shift between the two trajectories, thus 
mitigating the uncertainties due to the lack of information below 1,000 ft AGL. The equation below is used to compute 
Pearson Correlation, in which x is the parameter being compared and µ is the mean value of the parameter for a single 
profile. 
 

Pearson(x!"#$, x%&'() =
∑(x!"#$ − µ)!"#$)(x%&'( − µ)%&'()

0∑1x!"#$ − µ)!"#$2
*∑1x%&'( − µ)%&'(2

*
 

 
The values computed using the equation above vary from −1 to 1, indicating negative or positive correlations, respectively. 
The following three equations are then used to convert the resulting Pearson correlations for altitude and ground speed to 
an overall dissimilarity P′. The overall dissimilarity between each real-world trajectory and NADP profile is then scaled to a 
range of [0,1] using the MinMax scaler, and the most representative profile can be identified by computing the minimum P∗. 
  

P), = 1 − Pearson(x!"#$, x%&'() 
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Distance-based comparison metric Mean Percentage Error (MPE) is to compute the degree of over- or under-prediction of the 
most representative NADP profile for each group of real-world trajectories. This computation enables the determination of 
the most representative reduced thrust (RT) level for the corresponding NADP profile used to represent a group of real-world 
trajectories. Note that only climb thrust may be considered due to the lack of information below 1,000 ft AGL. The equation 
below is used to compute MPE, where x is the parameter being compared and n is minimum number of points between the 
two profiles being compared. 
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Results and Discussion 
Narrow-body aircraft 
The scaled overall Pearson dissimilarity are computed between all real-world trajectories and combinations of AEDT 
STANDARD (labeled as MODIFIED_AW) and NADP profiles of equal stage length departing the same airport. Figure 2 shows 
the distribution of real-world trajectories that are most similar to each procedural profile for narrow-body aircraft. In general, 
NADP 1-1 was the most similar profile to most real-world flights for all aircraft types. However, there are flights for every 
aircraft type that were classified as more similar to either the STANDARD or NADP 2-11 profiles due to the inherent variability 
in real-world operations. 
 
Figure 3 illustrates this variability for A320 aircraft by airline and departure airport, where the color in each box indicates 
the NADP profile most representative of real-world operations for each airline and departure airport combination. Note that 
STANDARD is not the most representative profile for any airline and departure airport combination for the A320, even though 
there are A320 flights classified as similar to the STANDARD profile in Figure 2. 
 
When averaging profile behavior across all airports and stage lengths, NADP 1-1 is generally the most representative profile 
for the targeted set of narrow-body aircraft types. Analysis at the airline and departure airport level, as shown in Figure 3, 
can be used to identify the most representative profile at a more detailed level. 



 
 

 

 

 

 
 

Figure 2. Narrow-body aircraft distribution of most similar procedural profiles by aircraft type. 

 

 
 

Figure 3. Sample A320 most representative procedural profile by airline and departure airport. 
 
Figure 4 shows the differences in altitude and ground speed between real-world narrow-body aircraft trajectories and the 
NADP 1-1 RT0 and RT15 profiles. Positive MPE values indicate over-prediction by the NADP and that the real-world trajectories 
are lower in altitude or ground speed. Results show that altitude differences are much more prominent than ground speed 
differences. Overall, the B737, B738, and B739 aircraft are most similar to the RT15 profile, whereas the B752, A319, A320, 
and A321 aircraft are most similar to the RT0 profile. These aircraft types can therefore be represented using the NADP 1-1 
profile with the appropriate reduced thrust amount, with errors in altitude and ground speed within ±5% of the averaged 
behavior across the 12 airports investigated and all stage lengths. Real-world trajectories for the B712, however, were 
substantially different from the NADP profile due to the lack of acceleration steps during flaps transition in the B712 
STANDARD and NADP profile definitions. Adjustments to the B712 procedural profile definitions may be necessary to better 
represent B712 real-world operations. 
 



 
 

 

 

 
 

Figure 4. Narrow-body aircraft trajectory comparison to NADP 1-1 at maximum and 15% reduced thrust. 

Figure 5 illustrates the variation in results for the altitude and ground speed comparisons between A319 and A320 real-
world trajectories and the NADP 1-1 RT0 profile. Results are aggregated by departure airport, and the list of airports is sorted 
in order of decreasing airport elevation. As shown in the figure, NADP 1-1 RT0 substantially underpredicts the altitude 
profiles of real-world trajectories for these two aircraft types at high altitude and temperature airports (KDEN, KLSC, and 
KLAS). Further investigation into the thrust level utilized by AEDT for ANPs ID A319-131 and A320-232 reveals that high 
temperature climb thrust is used instead of the maximum climb thrust, especially at these airports. As shown in Figure 6, 
the high-temperature thrust coefficients for these ANP IDs produce thrust levels similar to the RT15 profile at high altitude 
and temperature airports. Adjustments to the high-temperature thrust coefficients for ANPs ID A319-131 and A320-232 may 
improve representativeness of NADP at high altitude and temperature airports. 
 

  
 

Figure 5. Sample A319/A320 trajectory comparison to NADP 1-1 at max thrust, aggregated by departure airport. 

  



 
 

 

 

 
 

Figure 6. Sample ANP ID A320-232 thrust profile results at low- and high-altitude/temperature airports. Results for the 
A319-131 were similar. 

Wide-body aircraft 
The same analysis was also performed for wide-body aircraft. Figure 7 demonstrates the distribution of real-world trajectories 
that were most similar to each procedural profile for wide-body aircraft. In general, NADP 2-12 was the most similar profile 
to most A332 and A333 real-world trajectories while NADP 1-1 and NADP 1-7 were most representative of the B763 and 
B77W, respectively. 
 
Figure 8 illustrates the variability in B763 and B77W profile use by airline and departure airport combinations. Higher 
variability in real-world procedures was observed for wide-body aircraft. While narrow-body aircraft may generally be 
represented by a single NADP profile that captures their overall behavior, grouping operations by airline and/or departure 
airport may be necessary for wide-body aircraft.  
 

 
 

Figure 7. Distribution of the most similar procedural profiles by aircraft type for wide-body aircraft. 



Figure 8. Most representative NADP profiles by airline and departure airport for the B763 and B77W aircraft. 

Figures 9, 10, and 11 illustrate the differences in altitude and ground speed between real-world wide-body aircraft trajectories 
and their most representative NADP profile at RT0 and RT15. Results indicate that the A332, A333, and B77W real-world 
trajectories are most similar to the RT15 profile, whereas the B763 real-world trajectories are most similar to the RT0 profile. 
These aircraft types can therefore be represented by their most representative NADP using the appropriate RT amount, with 
errors in altitude and ground speed within ±5% of the averaged behavior across the 12 airports investigated and all stage 
lengths. However, real-world trajectories for wide-body aircraft may need to be analyzed at the airline and airport levels to 
determine the most representative RT amount corresponding to the most representative NADP, as shown in Figure 8. 

Figure 9. A332/A333 trajectories compared to NADP 2-12 at maximum and 15% reduced thrust. 



 
 

 

 

  
 

Figure 10. B763 trajectory compared to NADP 1-1 at maximum and 15% reduced thrust. 

 

  
 

Figure 11. B77W trajectory compared to NADP 1-7 at maximum and 15% reduced thrust. 

Following the methodology outlined above, this task identified the most representative NADP profile and RT level for each 
aircraft type. Trajectories were compared from 1,000 ft AGL to 10,000 ft MSL. Using the most representative profile and 
reduced thrust level, the overall differences in altitude and ground speed were quantified per aircraft type and the variability 
in profile usage by airline and airport were identified. However, this study only assesses the representativeness of NADP 
profiles in terms of trajectories. Uncertainties remain due to factors such as the lack of real-world trajectory information 
below 1,000 ft AGL, the lack of takeoff weight information for stage length classification, and the lack of actual thrust levels. 
Additionally, comparisons in the portion of the departure where climb thrust is most likely used. Further analyses to quantify 
errors arising from using distance-based stage length and the variability in RT usage are ongoing. 

 
Task 2 – Arrival Profile Modeling 
Georgia Institute of Technology 
 

Objective 
The objective of Task 2 is to find and develop recommendations for AEDT that will allow it to better capture aircraft behavior 
during arrival. The specific focus of this task is to (1) accurately capture the arrival of aircraft at airports based on real-life 
data and (2) enhance the ability of AEDT to identify incoming aircraft approaches and classify them as one of several arrival 
profiles suggested by the analysis of real-life data. The goals for 2021 were to identify the number and properties of arrival 
profiles that AEDT needs to accurately capture real life approaches, and, if required, apply machine learning-based methods 
for data reduction to consolidate the vast number of level-offs into a few significant ones. At the end of this project, a series 



 
 

 

 

of recommendations will be made as to which AEDT arrival profiles should be integrated into the system and what information 
those profiles should include. 
 
Introduction 
AEDT currently models arrival profiles using specified fixed-point trajectories or manufacturer-provided procedures and can 
classify incoming aircraft into four categories during the approach. This task (Task 2: Arrival Profile Modeling) compares 
data from real flights to the models in AEDT to make recommendations on how to improve AEDT models to better capture 
real flight operations. 
 
Research Approach 
In previous stages of the project, we found that the level-offs leading to the approach, as identified from real-life operational 
data, contained several modes (i.e., the data were multi-modal). The data analysis provided clear evidence that the level-off 
definitions within AEDT needed modification. In addition, some initial recommendations for new, more accurate level-off 
definitions could be provided. However, when all the relevant parameters were taken together, the data did not show any 
discernible groupings that could be recommended for implementation within AEDT. For some airports, many of the arriving 
aircraft were approaching in a roughly similar manner, which provided clusters of data that could be approximated as a 
single or several arrival profiles. However, when taken as a whole, the data across all the airports did not have evident peaks 
that could be used as arrival profile approximations. This can be seen in Figures 12 and 13, which show the variation in 
level-off heights and level-off distance to airport. 
 

 
 

Figure 12. Level-off heights across all airports. 
 
For example, when bin widths were varied from 100, 200 and 500 for the level off height metric, four major peaks were seen 
across the airports in the ranges of 2000, 3000, 4000, and 6000 ft. To analyze this further, the top five level-off heights for 
the ten busiest airports were rank ordered (Table 3).  
 
  



 
 

 

 

Table 3. Rank-ordered level-off heights for the ten busiest airports. 
 

Airports  
Level-off heights (ft) 

Rank 1 
(Largest) 

Rank 2 Rank 3 Rank 4 Rank 5 
(Smallest) 

ATL 6000 4000 3000 2300 2000 
LAX 9900 7600 6900 3900 2300 
ORD 9300 6400 5300 4300 3300 
DFW 5400 4400 3500 2600 2400 
DEN 7600 5600 4600 3800 3600 
JFK 6300 4000 3000 2200 2000 
SFO 8000 7000 6400 5000 4000 
SEA 9700 7600 6800 5900 3700 
LAS 8800 7900 6000 5800 3900 
MCO 8900 6900 5900 3000 2400 

 
The level-off heights for the three busiest airports are shown in Figure 13. As seen in the figure, there are 2-3 main level-
off heights at each of these airports. 
 

 
 

Figure 13. Level-off heights at LAX, ATL and DFW. 
 

Figure 13 shows that level-off heights at LAX are at 7000, 3000, and 2500 ft, while at ATL they are at 4000, 3000, and 2000 
ft. Because of these varying results, specific recommendations made within AEDT would need to be implemented on an 
airport-by-airport basis. 
 



 
 

 

 

 
Figure 14. Level-off distance to airport across all airports. 

 
To accomplish the objective of this project, the research team turned to machine learning and data clustering to determine 
if these approaches could consolidate the statistical similarity in the data into a limited number of profiles that could be 
provided as recommendations. Specifically, for this endeavor, it was proposed that level-off data be gathered and cleaned to 
remove any outliers. Airport metrics such as geographic location, runways, level-off altitudes and lengths, etc., would allow 
the features of analysis and comparison to be determined and then, the clustering task would be performed. The results of 
the clustering analysis can then be used to make recommendations for level-off definitions. Figure 15 presents a flow chart 
outlining this process. The team is currently at the ‘perform clustering’ stage.  
 

 
 

Figure 15. Task 2 Research Approach. 
Methodology 
Following the research approach outlined above, it was determined that clustering would be the best method for 
accomplishing the goals of this task. Clustering is an application of machine learning where an algorithm is used to aggregate 
a set of data points into some number of clusters. The primary purpose of clustering is data reduction. By aggregating points 
into clusters, each cluster can then be represented by a single point, or centroid. Further data processing can be done using 



 
 

 

 

these centroids rather than the entire set of data points, thus reducing the amount of time and resources necessary for such 
processing.  
 
There are a range of potential algorithms that could be used to perform clustering, each with a different mathematical 
approach. In order to test the algorithms, a small test dataset was created in order to speed up the testing process due to 
the sheer size of the available data. It was decided that the level off data from the three busiest airports would provide an 
excellent range of flight data that would be indicative of the larger dataset. The combined data from Atlanta Hartsfield-
Jackson (ATL), Dallas-Fort Worth (DFW), and Los Angeles (LAX) were aggregated into a single file. However, these data points 
still proved to be rather inefficient, as it took long periods of time for the created scripts to perform clustering even with the 
reduced data. As a result, the team decided to further reduce the test dataset to include only 25,000 points, randomly 
selected from ATL, DFW, and LAX.  
 
The data set that was used for this project was the aircraft approach data from the 95 airports provided as part of the 
Threaded Track Analysis. After obtaining all level off data from the available airports, each file was cleaned using a Python 
script to remove all data that did not include any level offs. This resulted in a database of level offs separated by airports. 
Next, the team determined the set of potential clustering algorithms that could be used to perform the clustering. These 
methods are given below, with a summary of the associated advantages and disadvantages of deploying them. The methods 
highlighted in blue indicate a need to specify the number of clusters when running the algorithm, thereby needing knowledge 
of the number of appropriate clusters for such a task.  
 

Table 4. Clustering algorithms explored for Task 2. 
 

Method Details Advantage Disadvantage 

K-Means Distance-based 
Fastest algorithm; tighter 

clusters compared to 
hierarchical 

Requires knowledge of number 
of clusters 

K-Medoid Distance-based 
More robust to noise compared 

to k-means 

Assumes spherical data; 
requires knowledge of number 

of clusters 

Agglomerative Hierarchical Orders objects 
Requires knowledge of number 

of clusters 

DBSCAN 
Reachability and 
density-based 

No need to pre-specify number 
of clusters 

Does not handle different 
densities well 

Mean Shift Centroid-based 
No need to pre-specify number 

of clusters 
Cannot control number of 

clusters 

OPTICS 
Reachability and 
density-based 

Handles different densities 
better then DBSCAN; no need to 
pre-specify number of clusters 

Slower than DBSCAN 

BIRCH Hierarchical 
Faster than other hierarchal 

algorithms 

Slower than k-Means; 
requires knowledge of number 

of clusters 
 
Capturing the distribution of data points to make recommendations for level-off definitions within AEDT requires insight into 
how many clusters are appropriate. This requires comparing scores across multiple runs with varying numbers of clusters. 
The plan was to use a small test data to quantitatively evaluate each clustering method using clustering scoring methods. 
Twenty clusters produced the highest scores when varied between 3-24 clusters, hence cluster numbers needed to be pre-
specified the number 20 was used. As shown in Figure 16, this initial stage of testing using normalized data showed that 
the k-means and BIRCH algorithms produced the best results.  
 



 
 

 

 

 
 

Figure 16. Clustering algorithm scores for the smaller (test) dataset. 
 

The next step was twofold. First, the team wanted to investigate the results of the testing, to check which metrics and 
parameters most heavily influenced clustering. Since the distribution of cluster points can tell us how the data can be 
generalized for AEDT recommendations, if certain clusters had similar behavior across the metrics, and were not distinct, 
they could be removed, leading to reduced number of points for AEDT generalizations. Seven metrics were explored for this: 
airport locations, level-off height, length, distance to the airport, and delta velocity, total flight distance, and longitude and 
latitude. Ultimately it was found that 3 out of 7 metrics (level-off height, level-off length, level-off distance to airport) could 
be grouped into similar clusters. However, the ‘total flight distance’ and ‘level-off delta v’ metrics produced plots that showed 
more significant separations between clusters that were similar for the other metrics. This indicates that it may be possible 
to reduce the number of required clusters without losing much information if two of the metrics were not included as training 
features in the model.  
 

 
 

Figure 17. Level-off height plot. 



 
 

 

 

With respect to airport locations, the clusters from the DFW and ATL airports were distinct (i.e., no same clusters are seen at 
both airports, see Figure 18). However, the LAX airport shows many overlaps between the clusters across ATL and DFW. This 
indicates that airport location is a very big factor in the training model, however, the overlapping clusters indicate that 
clustering solely based on airport would not produce good results.  
 

 
 

Figure 18. Airport cluster distribution. 
 

In addition to identifying the variables with the strongest influence on the clusters, the team also wanted to expand the 
dataset used to generate the clusters. Because the test dataset only included 25,000 points randomly selected from the three 
busiest airports, we repeated our clustering analyses using all the level-off data from those three airports.  
 
Our team is prepared to make some preliminary recommendations to the FAA regarding AEDT arrival profiles for metrics 
such as level-off height and distance to airport, etc. However, for specific recommendations to be made within AEDT, they 
would need to be implemented airport-by-airport based on the varying results among airports. We will continue working to 
produce recommendations for all such metrics using the k-means and BIRCH clustering algorithms.  

 
Task 3 – Full Flight Modeling 
Georgia Institute of Technology 
 
Objectives 
The objective of this task is to improve the usability of the full flight modeling within AEDT without employing the often 
complicated and time-consuming process of using the sensor path functionality that is the current standard for AEDT. To 
conduct a full flight study in AEDT, a sensor path based on radar track data must currently be defined for each aircraft type 
and origin-destination city pair. The goal of Task 3 is to develop an alternative method where a statistically representative 
trajectory and lateral routing can simulate the path of each origin-destination city pair for all commercial aircraft types 
operating within a centrally controlled airspace environment. The focus of this task is to demonstrate the reasonableness of 
this statistical approach by leveraging “real world” Flight Operations Quality Assurance (FOQA) data provided by a major U.S. 
air carrier. 
 
Investigative Iterations 
Over the past 12 months, the methods and modeling investigated have taken several directions. Although each investigative 
branch has provided additional information relevant to this task, some provided more clarity on what methods were not 
appropriate or productive for obtaining a satisfactory solution for plotting a straight-line path to an answer. As a result, the 
work supporting Task 3 has been somewhat iterative, with several loops back to the original source material and re-
examination of the original remit. The following summary reflects the most recent approach that has been developed for a 
solution proposal. 
 
 



 
 

 

 

Research Approach 
Methodology 
This section describes the methods used to determine the average behavior of city pair-specific routing data down-selected 
from the original FOQA dataset. The original FOQA data included approximately 21,000 flights representing 14 different 
aircraft types. The key elements for the city pair down-selection process were frequency of flights, representative stage 
lengths, and variety of aircraft. Our earlier work included many more city pair combinations; however, we found that more 
city pairs (as opposed to higher flight frequency for a given city pair) were not adding value to the analysis. The final down-
selection criteria were based on subject-matter expertise from team members with extensive knowledge of airline operations, 
fleeting practices, and flight planning methods. 
 
As shown in Table 5, six-city pairs were identified to investigate the average behavior of FOQA flights. Among these city 
pairs, the highest number of flight operations is from ATL to LAS (238 flights), while the lowest number is from LAS to ATL 
(15 flights). The city pair from LAS to SLC has the shortest stage length. 

 
Table 5. City pairs down-selected from FOQA data. 

 

 
 

Note 1: The FOQA data set that the Aerospace Systems Design Laboratory received from its partner airline does not include 
all flights for a given city pair over the selected time. The data provided is heavily weighted toward flights that experienced 
some type of performance deviations that are desirable for tracking by the airlines flight safety department. Thus, for city 
pairs like ATL-LAS-ATL, the number of flight records for ATL-LAS is much higher than for LAS-ATL. This is because high 
descent rates into LAS are common and tracked by flight safety. Similar events are less common for arrivals into ATL. This 
results in the large numerical directional difference in the number of flights available for analysis for each city pair. 
 
FOQA flights corresponding to the relevant city pair were extracted from the raw FOQA file using an automated Python script. 
Then, 100 trajectory data points, for each extracted flight of the corresponding city pairs based on Great-Circle Distance 
(nm), were selected and grouped. The density-based spatial clustering of applications with noise (DBSCAN) algorithm was 
used to analyze average patterns, if any, for each city pair. DBSCAN is a popular data-clustering algorithm in machine 
learning; it groups points that are close to each other based on distance measurement. We calculated the distance between 
trajectories within each city pair using Dynamic Time Warping (DTW) distance. The DTW distance measures the comparative 
separation between two trajectories that have the same origin/destination but may vary in time or speed. 
 
Two parameters of the DBSCAN algorithm are required to adjust the optimal clustering results. The first parameter, eps, is 
the maximum distance between two samples for one sample to be considered in the other's neighborhood. The second 
parameter, min_samples, is the number of points in a neighborhood that are considered a core point. We took an iterative 
approach to fine-tuning our DBSCAN model. We iterated through a range of values for eps and min_samples. Specifically, we 
iterated through eps values ranging from 0.1 to 200 (at intervals of 0.1) and min_samples values ranging from 2 to 20. The 
“for” loop that performed this iteration ran the DBSCAN algorithm using each pair of values and generated a Silhouette score. 
After finding the best pair of eps and min_samples values with the highest Silhouette score. We produce a core path using 
the clustering algorithm. The Silhouette score is a metric used to calculate the goodness of a clustering technique. The 
detailed procedure is shown in Figure 19. 
 



Figure 19. Flowchart of the DBSCAN clustering analysis. 

Results and Discussion 
Average behavior within the FOQA data 
Table 6 summarizes the results of DBSCAN clustering analysis to determine the average behavior of selected city pairs. We 
found the most median path in the cluster after choosing the optimal pair of eps and min_samples values with the highest 
silhouette score. The Silhouette score of 1 means that clusters are well apart from each other and clearly separated. On the 
other hand, the score of -1 indicates clusters are assigned in the wrong way. The number of clusters generated due to 
applying the DBSCAN clustering algorithm is one for the city pairs except for the city pair from ATL to NY and the city pair 
from SLC to LAS. 

Table 6. Results of the DBSCAN clustering analysis for six city pairs. 

Figure 20 shows the results for city pairs from ATL to NY among the results of applying the DBSCAN clustering algorithm. 
Most of the full flight trajectory from ATL to NY is represented by two different patterns. The first cluster represents 78.4% 
of the total flights, and the second cluster represents 16.4%. Outliers account for 5.2% of total flights. 



 
 

 

 

        
 

Figure 20. Clustering result and core paths extracted for the ATL-NY city pair. 

Clustering exercises using the FOQA data have provided results consistent with expectations for the most common/frequent 
routing between city pairs and outliers due to weather or ATC disruptions. 
 

Table 7. Comparison of the core path obtained through the DBSCAN clustering analysis with Great-Circle Distance. 
 

 
 
Table 7 compares the core path distances obtained through the DBSCAN clustering analysis to the great-circle distance 
between city pairs. As shown in the table, the great-circle distance and core path from ATL to NY differ significantly compared 
to other city pairs. The differences between the great-circle distance and the two core paths to NY are 11.8% and 23%, 
respectively. ATL and NY have some of the most congested terminal areas, and the airport arrival procedures can significantly 
impact travel distance. 
 
In that the goal of the analysis is to demonstrate the statistical analysis of actual flight operations, a reasonable route model 
(simpler than using the SPI function) can be developed to reduce the time burden associated with large airspace and fuel 
burn studies. For example, Table 7 shows the validity of using a great-circle distance + percent difference model. It also 
helps identify specific conditions that must be accounted for in the next level of analysis. Two examples would be 1) 
accounting for the added distance/flight time associated with congested airspace such as the NYC area 2) Adjusting 
geographical constraints which may also add distance to a route (e.g., the mountains surrounding the SLC airport.)  Terminal 
area procedures can add significant distance to ideal point to point routing but can be addressed in a statistically consistent 
manner. 
 
Cumulative fuel burn between FOQA flights and AEDT modeling processes 
After obtaining the core path between each city pair using the clustering analysis, we compared the cumulative fuel burn 
between the FOQA core path and AEDT modeling processes. The SPI tool reads aircraft flight trajectory data and then adjusts 
the speed, altitude, latitude, and longitude along the trajectory using a smoothing and filtering algorithm. Two input files 



 
 

 

 

are needed to import flight trajectory data into the AEDT study database using the SPI tool. We therefore generated the 
necessary files (an input trajectory file and an input operation file) from our core trajectory data using Python scripts. The 
input trajectory file contains trajectory data for the core path, and the input operation file contains data for a single operation 
per flight in the trajectory file. Using MERRA-2 weather data, we ran a fuel consumption study in AEDT based on the trajectory 
data in the AEDT study database. We then compared the cumulative fuel burn between the FOQA data and the AEDT modeling 
process. 
 

Table 8. Comparison of cumulative fuel burn between the FOQA core path and AEDT’s performance models. 

 

Table 8 shows the cumulative fuel burn comparison for the core path and the AEDT performance model. The results include 
12 city pairs and seven aircraft types. In the total fuel comparison between the core path and the BADA3 model, seven core 
paths out of 11 have less than 5% error. The city pair of LAS-SLC showed the most significant percentage error at 10.1%. And 
in the total fuel comparison between the core path and the BADA4 model, there are four cases where the percentage error 
is 10% or more. However, in the case of a city pair of ATL-LAS and ATL-MSP, discontinuities occurred in calculating total fuel 
burn using the BADA4 model. Therefore, only city pairs of ATL-SEA and SLC-LAS show a high percentage error in comparing 
cumulative total fuel burn. 

 

     
 

Figure 21. Total fuel burn comparison between FOQA data and BADA3 modeling in AEDT. 
 
 



 
 

 

 

     
 

Figure 22. Total fuel burn comparison between FOQA data and BADA4 modeling in AEDT. 
 

Each point in Figures 21 and 22 represents the cumulative fuel burn for one flight. The location of each point along the x- 
and y-axes represents the cumulative fuel burn for the flight in FOQA data and the AEDT model, respectively. The figures 
also show the line where the values along the horizontal and vertical axes are equal, such that if a data point falls on this 
line, the total fuel burn predicted by AEDT matches the total fuel burn reported by FOQA data. Values above and below the 
line represent over- and under-prediction of the total fuel burn by AEDT, respectively.  
 
For the BADA3 model (Figure 21), most points are at the bottom of the line and have a percent error of less than 10 percent 
in the total fuel burn comparison compared to FOQA data. and the BADA3 model. In contrast, the total fuel burn comparison 
for the BADA4 model and FOQA data (Figure 22) shows a more significant scatter pattern. Figure 23 shows exceptional cases 
where discontinuities appeared in the total fuel burn calculation using the BADA4 model. This increased error level is 
primarily driven by the use of the 757-200 and 757-300 BADA4 datasets.  
 
Numerous cases/conditions produced fuel flow discontinuities (high FF over a short time period) in the AEDT output.  This 
resulted in a step function additive to the integrated fuel burn when using the BADA4 model.  This behavior was not repeated 
when using the BADA3 datasets.  It is recommended that Volpe conduct further investigation into the quality of BADA4 
datasets or the applicable AEDT logic to determine the source of these discontinuities. Lastly, it should be noted that the 
amount of total fuel obtained from FOQA data may vary measurably from the AEDT calculations depending on factors such 
as engine degradation and the status of engine maintenance.  AEDT does not have a function to factor in this “by tail number” 
variance. 
 

 

    
 

Figure 23. Exceptional cases in total fuel burn calculated using BADA4 modeling in AEDT. 
 



 
 

 

 

The findings from the cumulative fuel combustion rate comparison are summarized below. 
 

• FOQA data contain potentially thousands of individual fuel, time, distance, and speed measurements. The results of 
the down-sampling exercise demonstrate that a much simpler trajectory model will provide reasonable predictions 
of fuel consumption.	

• The amount of fuel required from FOQA data may vary substantially depending on factors such as engine 
degradation and the status of engine maintenance	

• The BADA3 model has been validated to be reasonable for the aircraft that can compare the total fuel burn using 
FOQA data	

• Using the MERRA-2 weather data significantly reduced the differences in cumulative fuel burn between the FOQA 
data and AEDT models.	

• Exceptional cases are identified when calculating the instantaneous fuel burn using BADA4 and high-resolution 
data input	

• BADA4 modeling for individual aircraft (e.g., 757-200) may need review and re-validation.	
 

 
Task 4 – System Testing and Evaluation of AEDT 
Georgia Institute of Technology 
 
Objective 
To provide the best possible environmental impacts modeling capabilities in AEDT, the FAA AEE continues to develop AEDT 
by improving existing modeling methods and data and adding new functionalities. The AEDT development team has been 
exercising an agile development process, where minor updates are released in new Sprint versions every three weeks, and 
major updates and/or new functionalities are incorporated as new versions of AEDT. The FAA AEE seeks an independent 
effort in system testing to evaluate the accuracy, functionality, and capabilities of AEDT and support the future model 
development process. The objective of this task is to provide the FAA with high-quality systematic testing and evaluation of 
the capabilities of AEDT 3 and its future releases and to identify gaps in the tools’ functionality and areas for further 
development.  
 
Research Approach 
Within this task area, the Georgia Tech research team has been coordinating with the FAA and Volpe National Transportation 
Systems Center on the upcoming AEDT features and testing and evaluating newly incorporated capabilities. For each AEDT 
release, depending on the type of updates, key features and functionalities are identified for capability demonstration to 
ensure the implemented features are working properly. We are then either provided with, or define for ourselves, the scope 
and test cases for the system testing and evaluation effort. These are typically defined based on the key changes to the AEDT 
version from the previous releases. Due to the dynamic nature of the AEDT development process, we remain flexible in the 
choice of the testing and evaluation approach and the scope of our work. The best available methods and data are used to 
ensure accuracy in the functionalities of newly released AEDT versions. When required, uncertainty quantification analysis is 
conducted to understand the sensitivities of output responses to variation in input variables and to quantify the major 
contributors to output uncertainties. 
 
In the following subsections, the various features and functionalities that were tested from October 2020 to September 2021. 
 
TGO/CIR Profile Development 
This task focused on the development of Touch-and-Go (TGO) and Circuit (CIR) profiles, using the existing approach and 
departure procedures as the baseline. This development was performed for all 146 ANP fixed-wing civil aircraft with defined 
procedural profiles, and the developed profiles were provided to the AEDT Development team for integration into the FLEET 
Database. 
 
Profiles were created using programming scripts to copy appropriate steps from the relevant departure or arrival profile. All 
created profiles were tested for correctness by modeling noise metric results over a noise grid. 
 
  



 
 

 

 

AEDT Weather Updates 
This represented a significant update in the way the weather database worked when compared to INM, EDMS, or previous 
versions of AEDT. The airport weather database now stores the most recent 10-year averaged definitions as single-year 
averages along with a rolling 10-year average. AEDT users have the option to select either a 10-year or single-year weather 
definition for their metric results. Figure 24 shows a screenshot from the AEDT GUI with a single-year averaged weather 
definition. 
 

 
 

Figure 24. Newly-added single-year weather definition in AEDT. 

For this feature, we assessed the implementation in the GUI, determined the effect of weather settings on aircraft 
performance, and determined AEDT’s response in the absence of weather data. The implementation in the GUI was tested 
with various checks in the SQL database and in the GUI. For example, the calculation of dew point temperature from ambient 
temperature and relative humidity was verified. The effect of weather settings on aircraft performance was checked for 
various aircraft. As expected, minor differences in aircraft performance were observed due to slightly differing weather 
definitions. Finally, it was verified that in the absence of a weather definition for a particular year, AEDT will default to using 
ISA weather definitions. 
 
ASOS Wind Speed Adjustment 
From AEDT 3d onwards, the user was given an option to turn on or off the ASOS wind speed adjustment when preparing 
emissions dispersion weather data. 
 
Re-Implementation of the Calculation of Speciated Organic Gases 
In previous AEDT versions, viewing results for speciated organic gases (SOGs) would significantly increase AEDT run-time 
and memory usage, and would likely cause AEDT to fail when running a full-year emissions dispersion job. The SOG 
calculation was therefore redesigned as a post-processing step and implemented as a replacement to the current process. 
 
To test this implementation, two aircraft operations and a non-aircraft operation were created in AEDT. All sources were then 
assigned an appropriate location, and a receptor set consisting of a single receptor was defined. A single day of surface and 
upper air data was then selected and processed using the “Generate emissions dispersion weather” dialog box in AEDT. 
Finally, an annualization was created and a metric result was defined. Overall, it was confirmed that the new implementation 
of the SOG calculation accurately predicted metric results. 
 
Fixed-Point Trajectory Processing in the BADA4 Workflow 
Fixed-point trajectories provide users with a way to model aircraft trajectories from available trajectory data without running 
an AEDT performance model. Such fixed-point trajectories are modeled in AEDT using the ANP-dominant performance 
workflows. However, because such a workflow did not exist in BADA4, fixed-point profiles could not be modeled with BADA4. 
This feature was added to enable such modeling. 
 
Testing was performed by comparing the input trajectories with the resultant output performance reports and ensuring a 
close match between the two. 
  



 
 

 

 

ASIF Import of Spectral Data 
The existing ASIF import mechanism supported user-defined aircraft but not user-defined spectra. Aircraft manufacturers 
and the research community expressed desire for the ability to load aircraft-specific spectra into AEDT via ASIF to support 
internal testing prior to the data being officially transmitted to the FAA. 
 
Different helicopters and military jets were used to test this feature with different user-defined spectral datasets. Noise metric 
results were modeled and compared. It was observed that there were slight differences in noise contours between aircraft 
with existing and user-defined spectral definitions, thus confirming that AEDT was able to use user-defined spectral data for 
noise modeling. 
 
Running Multiple Pollutants Simultaneously in Emissions Dispersion 
This feature was introduced as an interim solution to speed up Emissions Dispersion computations. In this feature, the 
functionality to combine certain steps from two or more Emissions Dispersion jobs was introduced to reduce overall runtime. 
This enhancement is only possible for Emissions Dispersion jobs that share identical options/settings for flight performance 
and emissions inventory and for which the annualizations and modeled receptor set(s) are identical.  
 
To test this functionality, an emissions dispersion study was modeled in two ways: (i) the traditional AEDT implementation 
and (ii) with the enhanced functionality. An example study containing an average day with 24 hours of operations was used 
and ground-level concentrations were modeled at 10 different receptors. Nine metric results were created corresponding to 
emissions dispersion of CO, NMHC, NO2, NOx, SO2, SOx, THC, TOG, and VOC. Figure 25 shows the benefits obtained by this 
feature, where the modeling time was reduced from 20 minutes to 8 minutes. 
 

 
 

Figure 25. Benefits introduced by running emissions dispersion calculations simultaneously. 



 
 

 

 

Emissions Report Improvement 
In newer versions of AEDT, the emissions report has been updated to include additional information. The following 
improvements have been made: 

1. Altitude MSL is now output in addition to Altitude AFE. 
2. Unit X, Y, and Z columns are now populated for Taxi segments. 
3. The duration of each segment is reported. 
4. When the nvPM number cannot be calculated, N/A is reported. 

 
Testing for this task was conducted to confirm that the desired changes had been made correctly, and that the output 
emissions report was correct. 
 
Revised Stationary Source Modeling 
AEDT was still making use of AP-42 methods and data from 1992 and/or 1997 editions, even though the Environmental 
Protection Agency’s (EPA) updated method was published in 2020. The modeling method was updated to reflect the EPA 
updates. System testing was performed to ensure that the changes were implemented correctly. 
 
Creation of Flight.txt file for Helicopters 
In older versions, AEDT had been updated to export the INM Legacy flight.txt file for use by the ProfDev program. This 
feature extends that functionality to include helicopter operations and noise data. Testing was performed to ensure the 
flight.txt file was being generated correctly and that it could be used by the ProfDev program. 
 
Viewing of selected tracks only 
This feature was added in response to user support requests and a URG request. In older AEDT versions, all airport features 
would be displayed simultaneously when viewing an airport layout. For studies with a large number of user tracks, this would 
cause a delay due to the time required to render. This feature was introduced to change the behavior of the “View Layout” 
button and context menu so that, by default, only the airport’s physical layout and features (i.e., runways, taxiways, gates, 
buildings, etc.), but not the tracks, are displayed. Testing was conducted to ensure this feature was implemented correctly. 
 
Implementation of SAE-AIR-6297 Start-of-Takeoff Roll Directivity Adjustment 
Start-of-Takeoff-Roll (SOTR) Noise Directivity in AEDT was updated to reflect the methodology in ICAO Doc 9911 update 
based on SAE-AIR-6297. The new directivities include separate directivities for jet aircraft and turboprop aircraft. The 6297 
jet SOTR is applied for all jets (commercial and military), and the 6297 turboprop SOTR is applied for all props (commercial 
and military for both turboprop and piston prop). No SOTR directivity is applied to helicopters. 
 
Testing for this feature consisted of noise contour comparisons between SEL metric results for the departure operations of 
several aircraft. By comparing noise contours, it was confirmed that the implementation of the new directivity adjustment 
was affecting noise results. 
 
Milestones 

• Not applicable 
 
Major Accomplishments 
Comparison of NADP Profiles to Real-world Operations 

• Developed a process for identifying the most representative NADP profile and reduced thrust amount for large-scale 
aircraft trajectory data 

• Identified the most representative NADP trajectories, variations in NADP usage by airline and airport, and the 
corresponding reduced thrust amount for eight narrow-body and four wide-body aircraft types at 12 airports for 
various airlines. 

• Quantified altitude and ground speed differences between real-world trajectories and the most representative NADP 
by aircraft type, airline, and airport. 

 
Arrival Profile Modeling 

• Provided recommendations for initial level-off height, delta velocity, distance to airport, and number of level-offs 
based on real-life operational data 

• Identified the two best algorithms for clustering analysis by testing and scoring several potential algorithms 



 
 

 

 

Full Flight Modeling	
• Identified the most representative city pairs from FOQA data based on frequency of flights, representative stage 

lengths, and variety of aircraft 
• Modified a Python script to apply the DBSCAN clustering algorithm to find specific trajectory patterns after obtaining 

the pair of the two parameters of the algorithm, eps and min_samples,	
• Implemented comparison of the core path obtained through the DBSCAN clustering analysis with the great-circle 

distance (GCD) 
• Conducted cumulative fuel burn comparison between the core path and AEDT’s performance models 

 
System Testing and Evaluation of AEDT 

• Conducted several in-depth investigations with system testing for new AEDT features 
• Communicated bugs in feature implementation to the AEDT development team and coordinated their resolution 

 
Publications 
Bhanpato, J., Puranik, T. G., Mavris D. N. (2021). Data-driven analysis of departure procedures for aviation noise mitigation 

[Presentation]. OpenSky Symposium (Virtual).  
 
Outreach Efforts 
Bi-weekly calls with the FAA, Volpe, and ATAC. Bi-annual ASCENT meetings. Attendance at the AIAA Aviation Conference and 
OpenSky Symposium to present a conference paper. 
 
Awards 
None  
 
Student Involvement  
Ameya Behere, Ayaka Miyamoto, Rukmini Roy, Jirat Bhanpato, Hyungu Choi, Bogdan Dorca, Zhenyu Gao, Santusht Sairam 
(Graduate Research Assistants, Georgia Institute of Technology) 
 
Plans for Next Period 
The primary focus for the next period will be: 
Task 1: 

• Quantify errors in comparison results arising from the use of distance-based stage length in the absence of takeoff 
weight data. 

• Continue investigating variability in reduced thrust usage and level. 
• Improve the comparison procedure and automate it for large-scale analysis. 

Task 2: 
• Run clustering for larger test datasets.  
• Make recommendations for all metrics identified. 

Task 3: 
• Continue the sensitivity analysis between the FOQA flights and a range of great-circle distance additives. 
• Rerun the study using the Threaded Track data after validating the preliminary results obtained with FOQA data. 

Task 4: 
• Continue system testing to support new AEDT features. 
• Create a comprehensive UQ Report to inform AEDT users of new features and their effect on environmental impacts. 


