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Project Overview 
ASCENT Project 42 brings together resources to provide preliminary information to the FAA regarding the noise exposure 
of supersonic aircraft flying under Mach cutoff conditions. Studies in the 1970s showed that Mach cutoff supersonic flight 
was possible, but there are currently no data establishing the frequency and extent of noise exposures or guidelines for 
managing such exposures. Penn State is shedding light on the Mach cutoff phenomena. 
 
Aerion Corporation and many others believe that Mach cutoff supersonic flight is both viable (Plotkin, et al., 2008) and very 
likely to be acceptable to the public, but there is a lack of data to back up this assertion. Thus, research must be 
conducted to provide a technical basis for rulemaking regarding Mach cutoff operations. 
 
The basic concept of Mach cutoff relies on the ambient temperature being substantially colder at flight altitudes than on 
the ground. Hence, the speed of sound is substantially slower at flight altitudes than at the ground. As illustrated in Figure 
1, it is possible to fly in a range of Mach numbers (perhaps between Mach 1.0 and Mach 1.15) while having the sonic boom 
noise refract (bend) upward such that the rays never reach the ground. However, this picture is over-simplified, because 
the temperature profile in the atmosphere is never a smooth, linear function as depicted here. For higher Mach numbers, 
the sonic boom will impact the ground before refracting upward. 
 

 
 

Figure 1. Simplified view of the Mach cutoff in which sonic boom noise does not reach the ground surface. Left: ambient 
temperature versus height (Sparrow). Right: aircraft and ray diagram showing refraction of sonic boom (NASA). 

 
Little is known about the noise impact of Mach cutoff operations for future supersonic aircraft. The concept of Mach cutoff 
was introduced by Lockheed engineers in the mid-1960s (Shurcliff, 1970). NASA conducted some field experiments in the 
early 1970s, focusing on other speed regimes of flight and validating some of the Mach cutoff theory for some of the 
sound field. This research was conducted in Nevada with a 466 m (1,529 ft) tower (Haglund & Kane, 1973). Then to more 
directly address the Mach cutoff issue, a theoretical and experimental study was conducted in the mid-1970s with FAA 
support. The studies estimated altitudes and Mach number regimes to ensure that the focus boom does not reach the 
ground. That field campaign used fighter jets flying out of Langley Air Force Base to a test area in the Atlantic Ocean off 
Wallops Island, Virginia (Perley, 1977). Using the available instrumentation, the study concluded that Mach cutoff flight was 
feasible. 
 
None of those studies made any recordings of sufficient quality to assess human response to the Mach cutoff noise. The 
theoretical studies estimating the altitude and Mach number restrictions for focus boom avoidance assumed a simple 
atmospheric model (linear sound speed profile), and it did not include real-world atmospheric effects. Hence the 1960s–
1970s work was very good but represents only a start toward determining appropriate flight conditions for routine Mach 
cutoff supersonic flights over the continental United States. 
 

 

 

 

 



 

Task 1 - Propagation Modeling with Enhanced Ray-Tracing Capabilities 
The Pennsylvania State University 
 
Objective 
Research will be conducted to understand Mach cutoff operations and how often people would hear the unique Mach cutoff 
sounds. This includes estimating the flight altitude and Mach number restrictions for focus boom avoidance, including 
real-world atmospheric effects and assessments of practical Mach cutoff flight. 
 
Research Approach 
Methodology 
Mach cutoff depends on the upward refraction of the sound in the atmosphere due to the temperature and wind speed 
gradients. To examine this phenomenon, the original propagation theory (Nichols, 1971) and the analysis of caustic 
phenomena observed during the threshold Mach number flights (Haglund & Kane, 1973) were retraced for extensibility. 
Nichols’ theory and Haglund and Kane’s criteria were used in the 1970s to assess Mach cutoff. In Nichols’ theory, the 
atmosphere is assumed to have only vertical variations in temperature and horizontal wind. On the basis of one form of 
the refraction law specifying the normal direction of a wavefront, it was argued that for upward sound refraction, a direct 
sonic boom noise would not reach the ground as long as the acoustic wavefront normal becomes parallel to the ground. 
The cutoff Mach number, corresponding aircraft ground speed, and distance between sonic boom caustic and the ground 
can then be determined. In agreement with Nichols’ theory, Haglund and Kane’s analysis led to a criterion for Mach cutoff 
flight, in which “in order for shock wave cutoff above the ground from a supersonic airplane, the airplane ground speed 
must be less than the maximum speed of propagation of the shock wave beneath the airplane.” 
 
One limitation of earlier Mach cutoff theories (including Nicholls’ and Haglund and Kane’s) and existing tools (e.g., 
PCBoom) is that vertical winds are not included. In a realistic atmosphere, however, a noticeable vertical wind can 
sometimes exist. A sea breeze is one example in which a wind is blowing from sea to land, which normally occurs along 
coasts during daytime, and involves ascending and descending motion of the air. As the vertical wind becomes non-
negligible, both the launch angle of sound rays away from the aircraft and the altitude of the caustic will be affected, as 
shown in Figure 2. Thus, clarifying the difference between the refraction law for a sound ray and that for the normal to a 
wavefront in a moving atmosphere is important (Ostashev et al., 2001). 
 

 
 

Figure 2. Contributions of a vertical wind to the difference between the wavefront normal  
and ray directions. Diagram courtesy NASA; adapted from Maglieri et al. (1971). 

 

 

 

 

 



 

Another limitation in both Nicholls’ theory and Haglund and Kane’s analysis is that, by calculating the cutoff Mach number 
on the basis of the atmospheric conditions only at the flight and ground levels, the impact of realistic vertical atmospheric 
profiles in between those two levels on the sound propagation is not included. For sonic boom propagation over a long 
horizontal distance, horizontal variations in the atmosphere can also be important for Mach cutoff.  
 
To produce an acoustical model that can lead to more accurate estimates of the safe cutoff altitude, the flight Mach 
number and ground speed for Mach cutoff flight, three-dimensional (3-D) ray-tracing equations have been examined 
(Pierce, 1989). On this basis, a 3-D fourth-order Runge–Kutta integration ray-tracing scheme has been developed, which 
can read in realistic atmospheric data including the arbitrary speed of sound variations as well as arbitrary 3-D winds 
including longitudinal, lateral and vertical wind components. It can be used to simulate sonic boom propagation through 
the 3-D atmosphere. 
 
The data from High-Resolution Rapid Refresh (HRRR) were used for the atmosphere (Benjamin et al., 2016). HRRR is a 
numerical weather model developed by the National Oceanic and Atmospheric Administration Earth System Research 
Laboratory. It is the highest spatial and temporal resolution forecast system that is run operationally every hour by the 
National Centers for Environmental Prediction’s Environmental Modeling Center. The previous operational version, HRRRv2, 
generates hourly analyses and forecasts for 18 to 36 hours over the contiguous United States. This model has a horizontal 
resolution of 3 km, with 40 pressure levels up to an altitude of approximately 20 km. This dataset includes surface and 
upper-level pressure fields of temperature, u- and v-components of winds, and vertical wind, among other variables used. 
Although an official HRRR archive does not exist, unofficial copies are available from other sources (Blaylock et al., 2017). 
 
As shown in Figure 3, the HRRR model provides data over the contiguous United States. The Lambert Conformal Conic 
Projection is used by the National Oceanic and Atmospheric Administration for the HRRR data grid, and thus the projected 
x and y axes, are not always aligned with the true east and north directions. HRRR has a 3-km horizontal resolution; as 
shown in this figure, only 1 out of every 50 HRRR grid points along each axis is shown on the map. Typically, sonic boom 
noise can propagate horizontally for 40–100 km before reaching a cutoff point. Hence, the HRRR grid point resolution is 
capable of capturing the horizontal variation in the atmosphere on this local ray-tracing scale. Thus, the atmosphere is not 
assumed to be vertically stratified in the computational domain of the simulation. For each simulation, after the 
instantaneous location of the cruising aircraft along the flight path has been specified, a 200 km × 200 km horizontal 
region can then be selected as the corresponding computational domain, and the atmospheric variables at those HRRR grid 
points within this area can be mapped into the computational domain, along with a natural neighbor interpolation to 
represent the local atmospheric profile. 
 

 

 

 

 



 

 
 

Figure 3. Map of the contiguous United States with grid points of the HRRR data. 
 
With the input atmospheric data, the next step is to incorporate the Mach cutoff operational parameters proposed by 
Aerion Corporation. For this study, both a lower flight altitude of 12.5 km (41,010 ft) and a higher one of 15.24 km 
(50,000 ft) were adopted. The flight direction was inferred according to the location of the aircraft along the flight path. 
 
When an aircraft is flying under the Mach cutoff condition, a focused boom is formed at the cutoff altitude, which 
corresponds to loud sound energy. Below that cutoff altitude, there is an evanescent wave decaying rapidly toward the 
ground, which typically covers a distance of a few hundred feet. To ensure that the caustic never intercepts the ground, an 
adequate safety margin must be allowed (Plotkin et al., 2008). To date, the cutoff Mach number has been determined as 
the largest Mach number possible (0.01 resolution in Mach number) with at least a 500 m clearance of a caustic on the 
ground. In each simulation, sound rays with different azimuthal angles are plotted to verify the clearance of a caustic. A 
ray diagram example for an eastbound flight over New York John F. Kennedy International Airport (JFK), cruising at the 
cutoff Mach number, is shown in Figure 4. The ground elevation plotted below the sound rays that is obtained from HRRR 
matches the one showing on GoogleMyMaps. The corresponding true air speed, aircraft ground speed, and vertical 
distance between the caustic and ground were calculated, as shown in Table 1. This method was used to assess the 
viability of Mach cutoff operations for the three busiest air routes in the United States in the year of 2017. 
 

 

 

 

 



 

 
 

Figure 4. Ray diagram for an eastbound flight over New York JFK, cruising at the cutoff Mach number. 
 

Table 1. Flight and atmospheric conditions obtained from a ray-tracing simulation for a Mach cutoff flight. 
 

 
 

Results 
To investigate the accuracy of Haglund and Kane’s theory in predicting the threshold Mach number, as an example, we ran 
ray-tracing simulations by using HRRR data for an aircraft flying over New York City at an altitude of 12.5 km (41,010 ft) at 
2 p.m. EDT on January 1, 2017, with a flight direction of 0.294 degree north of east. In this case, if the aircraft was flying 
at Mach 1.0654, the threshold Mach number predicted by Haglund and Kane’s theory, a direct sonic boom would have 
reached the ground (Figure 5). Ray-tracing simulation further showed that the aircraft should be able to fly only at Mach 
1.05 in order to have a 500 m clearance of a caustic on the ground (Figure 6). 
 

 

 

 

 



 

 
 

Figure 5. Supersonic flight at Mach 1.0654 over New York JFK. Note the rays reaching the ground. 
 
 

  
 

Figure 6. Mach cutoff flight at Mach 1.05 over New York JFK. Note that no rays impact the ground. 
 
In another example, a hypothetical round-trip flight between Los Angeles and New York City at an altitude of 50,000 ft 
departing at 2 p.m. EDT on January 1, 2017 was examined. As shown in Figure 7, Haglund and Kane’s theory overpredicts 
the cutoff Mach number and ground speed along the route, as compared with the values obtained from ray-tracing 
simulations. The eastbound case is shown to the left, and the westbound case is shown to the right in Figure 7. For the 
westbound case, this difference in the predicted cutoff Mach number can be as large as 0.06 of a Mach. Simultaneously, by 
increasing the resolution of the cutoff Mach number calculation from 0.01 to 0.005, the variations in both the cutoff Mach 
number and ground speed become smoother.  
 

 

 

 

 



 

 
 
 

Figure 7. Variation in cutoff Mach number (top) and ground speed (bottom) along a route predicted  
from ray-tracing simulation vs. from Haglund and Kane’s theory. Eastbound is shown to the left, and westbound is shown 

to the right. 
 
To provide statistical prediction of the viability of Mach cutoff flight due to the atmosphere, ray-tracing simulations were 
run by using corresponding HRRR data for the three busiest air routes, two flight altitudes and 16 realistic atmospheric 
profiles in parallel at ICS-ACI, a cloud computing service at Penn State. The cases included in the Mach cutoff study are 
shown in Table 2, and Figure 8 shows a map of the air routes that were selected. All simulations used a resolution of 0.01 
in Mach number, and the caustic was assumed to need to be at least 500 m above the ground. The atmosphere was further 
assumed to be stationary at each location along a route, so that the HRRR data produced at the takeoff time were used to 
represent the atmosphere along the route. For each location along those three routes, the minimum, maximum, and mean 
of the cutoff Mach numbers and ground speeds over 16 weather situations were calculated for eastbound and westbound 
flights at two flight altitudes (Figures 9–14). 
 

Table 2. Cases in Mach cutoff study. 
 

 

 

 

 

 



 

 

 
 

Figure 8. Three busiest air routes in the United States, selected for this study. 
 

 

 

 

 



 

 
 

Figure 9. Variation in cutoff Mach number along the Los Angeles International Airport (LAX)–JFK route at 41,000 ft and 
50,000 ft. Again, eastbound is shown to the left, and westbound is shown to the right. 

 

 

 

 

 



 

 
 

Figure 10. Variation in ground speed along the LAX–JFK route at 41,000 ft and 50,000 ft. Again, eastbound is shown to the 
left, and westbound is shown to the right. 

 

 

 

 

 



 

 
 

Figure 11. Variation in cutoff Mach number along the San Francisco International Airport (SFO)–Miami International Airport 
(MIA) route at 41,000 ft and 50,000 ft. Again, eastbound is shown to the left, and westbound is shown to the right. 

 

 

 

 

 



 

 
 

Figure 12. Variation in ground speed along the SFO–MIA route at 41,000 ft and 50,000 ft. Again, eastbound is shown to 
the left, and westbound is shown to the right. 

 

 

 

 

 



 

 
 

Figure 13. Variation in the cutoff Mach number along the Dallas/Fort Worth International Airport (DFW)–JFK route at 41,000 
ft and 50,000 ft. Again, eastbound is shown to the left, and westbound is shown to the right. 

 

 

 

 

 



 

 
 

Figure 14. Variation in ground speed along the DFW–JFK route at 41,000 ft and 50,000 ft. Again, eastbound is shown to 
the left, and westbound is shown to the right. 

 
As shown in Figures 9–14, Mach cutoff operations will very often work, and sometimes the aircraft can fly as fast as Mach 
1.34 under Mach cutoff. However, at least for a segment of the LAX–JFK eastbound route, enabling Mach cutoff it is 
difficult at a flight altitude of 41,000 ft, but increasing the flight altitude can alleviate the issue in this case. Implementing 
Mach cutoff is easier for a westbound flight than for an eastbound flight whenever the wind is mainly blowing eastward, as 
seems to be relatively common. In other words, implementing Mach cutoff is easier when flying into a headwind than with 
a tailwind. When flying with a tailwind is inevitable, one should try to fly at an altitude at which the local longitudinal wind 
speed is smaller, so that the local effective sound speed can be smaller; this may help to achieve a higher Mach number 
that is well above Mach 1.0 if the temperature is not varying significantly in that region, although by doing so one may not 
be able to increase the aircraft ground speed. 
 
In addition, in some cases, a larger cutoff Mach number can be achieved by increasing the flight altitude. However, this is 
not always the case. For example, in Figure 9 for a westbound flight from JFK to LAX, flying at a higher altitude did not 
necessarily contribute to a higher cutoff Mach number. This is primarily because, in certain cases, the dominant eastward 
wind speed is decreasing with increasing altitude at higher altitudes below the flight levels so that in the same region, the 
effective sound speed (thermodynamic speed of sound plus wind speed) increases with increasing altitude. Thus, in this 
particular case, a higher cutoff Mach number can be achieved by flying at an altitude at which the local effective sound 
speed is at a minimum. Although the flight altitude can affect the cutoff Mach number, it seems to have only a small 
impact on the maximum aircraft ground speed, because according to Haglund and Kane’s theory, the maximum aircraft 
ground speed is related to the maximum speed of propagation of the shock wave beneath the airplane. 
 

 

 

 

 



 

Finally, the minimum and maximum curves of both the cutoff Mach number and ground speed seem to always be 
separated, thus implying that either the seasonal or the daily variation in the atmosphere may significantly affect how fast 
an aircraft can fly under Mach cutoff. This finding led to the question of whether the temporal variation in the atmosphere 
at a given location during the time of the flight should be considered. To illuminate this, one example has been 
investigated in which the LAX–JFK eastbound route was selected, which has a travel distance of 2,469 miles. This one-way 
trip lasts approximately 5.5 hours for a subsonic flight. If the stationary atmosphere assumption is made so that the same 
atmosphere is used all the way, the simulation showed that an average ground speed of 767.5 mph could be achieved for 
a Mach cutoff flight, and accordingly a Mach cutoff flight departing at 12 p.m. UTC on Jan 1, 2017 from LAX to reach JFK 
lasts 3.2 hours. If the temporal variation in the atmosphere is included, then an hourly or a 20-minute-interpolated 
atmosphere can be used for the simulation, as shown in Figure 15. 
 

 
 

Figure 15. Considering the time variation in the atmosphere for the LAX–JFK eastbound route. Method 2 shows the 
atmosphere being updated hourly, and Method 3 shows the atmosphere being updated every 20 minutes. 

 
Figure 16 shows that, when the aircraft is approaching the destination, the temporal variation in the atmosphere can 
accumulate, so that there is a noticeable difference in the ground speed prediction by the time the flight reaches its 
destination. Thus, including a time-varying atmosphere may be useful for more accurate modeling of the Mach cutoff. A 
preliminary conclusion based on a limited number of simulations is that the atmosphere must be updated at least hourly 
to accurately predict the ground speed. 
 
 
 

 

 

 

 



 

 
 

Figure 16. Impact of temporal variation in the atmosphere on the cutoff Mach number and ground speed for the LAX–JFK 
eastbound route taking off at 12 p.m. UTC on Jan 1, 2017 with a flight altitude of 12.5 km. There is no clear trend in the 

cutoff Mach number, but the ground speed accumulates a difference in ground speed upon approach to JFK. 
 
Milestone(s) 
 

Milestone 
 

Date 

A 3-D ray-tracing algorithm had been developed to read in 
HRRR data that can include a local horizontal variation in the 

atmosphere. 

February 28, 2019 

A parallelized version of the ray-tracing algorithm had been 
developed that can run by using the Penn State cloud 

computing service. 

April 30, 2019 

A preliminary statistical analysis of the viability of Mach 
cutoff flight due to atmosphere was performed. 

August 31, 2019 

 
Major Accomplishments 
In this research, a 3-D ray-tracing algorithm has been developed for the acoustical model of Mach cutoff flight, which can 
read in realistic atmospheric data including arbitrary speed of sound variations as well as arbitrary 3-D winds. It shows that 
ray-tracing simulation can be more accurate than Haglund and Kane’s theory in predicting the viability of Mach cutoff 
flight. Ray-tracing simulations were then run by using HRRR data combined with three busiest air routes, two flight 
altitudes, and 16 realistic atmospheric profiles in the year of 2017, to enable statistical prediction of the viability of Mach 
cutoff flight. This research shows that Mach cutoff operations will very often work if the atmosphere is sufficiently well 
known. Enabling Mach cutoff is easier for a westbound flight than an eastbound flight. In some cases, a larger cutoff Mach 
number can be achieved by increasing the flight altitude, which is not always true. Although the flight altitude can affect 
the cutoff Mach number, it seems to have only a small impact on the maximum aircraft ground speed. Either the seasonal 
or daily variation in the atmosphere may significantly affect how fast an aircraft can fly under Mach cutoff. For accurate 
modeling, the time variation in the atmosphere during the flight should be included. 
 
Publications 
Published conference abstract 
Huang, Z. & Sparrow, V. (2019). Predicting the statistical occurrence of Mach cutoff using a 3-D ray tracing model and high-

resolution weather data. Journal of the Acoustical Society of America. 146(4, Pt. 2) 2781 
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Task 2 - Subjective Study on Annoyance, Metrics, and Descriptors 
The Pennsylvania State University 
 
Objective(s) 

• Identify the key perceptual attributes of Mach cutoff ground signatures 
• Determine how these attributes are correlated with the annoyance ratings of these signals 
• Identify a metric appropriate for predicting annoyance due to Mach cutoff ground signatures 
• Assess the relative annoyance of Mach cutoff ground signatures compared with road, rail, and subsonic aircraft 

traffic noise 
 
Research Approach 
Introduction 
This research will provide the first major contribution to the body of literature on the perception of Mach cutoff. The 
ultimate goal of this work is to identify a metric that can be used to predict annoyance due to Mach cutoff flights. 
Subjective testing data will inform metric selection and corresponding values to use for certification. Because Mach cutoff 
ground signatures are unique sounds that have not been part of the public’s day-to-day experience, the impact on 
community annoyance is difficult to predict. In addition, these signatures are perceptually different from N-shaped sonic 
booms. As such, new subjective tests are necessary to assess perception of these sounds and ultimately predict annoyance 
in communities. 
 
The task is subdivided into three studies: (a) descriptor study, (b) annoyance factor study, and (c) absolute annoyance 
study. At the end of the last period, Study 1, the descriptor study, was completed, identifying descriptors for sounds heard 
on the ground during Mach cutoff operations. Study 2, the annoyance factor study, has now been completed, including 

 

 

 

 



 

investigation of the relationships among perceptual qualities, metrics, and perceived annoyance. The third study, the 
degree of annoyance study, which was in development last period, is now complete. The purpose of this study was to 
obtain the absolute annoyance ratings and the relative preference for the signatures relative to other common 
transportation noises, i.e., road, rail, and subsonic aircraft noise, and to further evaluate the proposed metrics from the 
second study to predict community annoyance response to Mach cutoff ground signatures. 
 
These perceptual studies were approved for human subjective testing by the Institutional Review Board of The Pennsylvania 
State University (Penn State IRB). 
 
Perceptual study 1: Descriptor study (summary) 
Introduction 
Study 1 was designed as an exploratory study to investigate terms, or descriptors, used by laypersons to describe what is 
heard during Mach cutoff operations. The primary objectives were to identify perceptual attributes of Mach cutoff ground 
signatures and to identify the descriptors associated with these attributes. A secondary objective was to characterize 
stimuli from NASA’s “Farfield Investigation of No-boom Thresholds” (FaINT) (Cliatt et al., 2016) to aid in stimulus selection 
in Study 2. 
 
This study was introduced in the Y1 (2016–2017) report and described in detail in last year’s Project 42 Y2 (2017–2018) 
annual report. This section will give an overview of the study design and results for completeness and to provide a 
background for the other perceptual studies. 
 
Study design 
Free Choice Profiling (Williams & Langron, 1984) was selected as the subjective testing method for Study 1. First, subjects 
listened to a set of 12 stimuli and provided (by typing into a text box) their own terms to describe the stimuli. Second, 
subjects completed a short interview process to select three to five terms from their lists that they believed to represent 
the most important features of the stimuli. Third, subjects rated each of a set of 24 stimuli on the refined set of three to 
five terms that the subjects selected. All stimuli in both sets were selected from the FaINT database. A total of 28 subjects 
participated, ranging in age from 18 to 38 years (median 22 years), with 14 males and 14 females. 
 
Generalized Procrustes Analysis (GPA) (Gower, 1974) was used to generate a “consensus space” to unify the various ratings 
of each subject for each of their respective descriptors. Individual ratings of each stimulus are transformed into this 
consensus space, such that each subject’s ratings become directly comparable. In this space, traditional analyses, e.g., 
linear regression and analysis of variance (ANOVA), can be conducted. 
 
Results 
GPA produced a consensus space with three principal components or factors, as many as three of which could be deemed 
significant. Factor 1 explained 82.2%, factor 2 explained 6.3%, and factor 3 explained 5.0% of the variance. Average 
transformed ratings, or factor scores, of the stimuli were calculated, thus allowing for comparisons and analyses across 
the various subjects’ datasets. The factor scores were used to calculate correlations, or factor loadings, between the 
factors and each of the subjects’ descriptors, and the descriptors were placed in the perceptual space, as shown in Figure 
17. The placement of the descriptors in the perceptual space allowed for interpretation of the factors themselves. The 
positive end of factor 1 included terms related to loud sounds, such as “explosive,” “powerful,” and “thunderous,” whereas 
terms related to quiet sound were located opposite. On the positive end of factor 2 were terms related to sounds with 
broad frequency content, such as “white noise” and “whistling,” whereas terms related to sounds dominated by low 
frequencies, such as “rumbly” and “bass-heavy,” were located opposite. According to this analysis, factor 1 is associated 
with loudness, and factor 2 is associated with frequency content. 
 

 

 

 

 



 

 
 

Figure 17. Descriptors placed in the consensus space. Clusters of loudness-related terms appear on the left and right, and 
clusters of frequency-related terms appear on the top and bottom (reproduced from the 2017–2018 annual report). 

 
The stimuli themselves were also analyzed in the consensus space, thus enabling characterization and grouping of the 
stimuli for use in Study 2. Average factor scores of the stimuli were used and are plotted against the first two principal 
components in Figure 18. In addition, k-means clustering (Gaëtan, 2005) was used to group the stimuli into three clusters, 
which were also labeled. According to the descriptor analysis, the stimulus clusters could be described as follows: cluster 1 
consisted of softer stimuli; cluster 2 had louder, more rumbly stimuli; and cluster 3 included stimuli with more high-
frequency content. 
 

 

 

 

 



 

 
 

Figure 18. Average stimulus locations plotted on principal component axes. Three clusters of stimuli are highlighted: 
cluster 1 – soft, cluster 2 – loud, and cluster 3 – high (reproduced from the 2017–2018 annual report). 

 
Perceptual study 2: Annoyance factor study 
Study design 
As described in the Y2 (2017–2018) annual report, Study 2 investigates relative perceptual differences between recorded 
and simulated signatures of overhead Mach cutoff flight. The key objectives in this study were to assess the relationship 
between perceived qualities and annoyance, to identify potential metrics for predicting perception, particularly annoyance, 
and to assess the impact of changing the initial portion of the Mach cutoff ground signature on annoyance. Secondary 
objectives included identifying any effects of demographics on the various perceptual ratings and investigating 
relationships among demographics, hearing thresholds, and noise sensitivity. 
 
Two sets of stimuli were used in the study: a set of six recordings and a set of nine stimuli containing the same six 
recordings with three additional stimuli described below. The six recordings used in all rating sets were selected from the 
FaINT database (Cliatt et al., 2016) according to the results from Study 1. As mentioned above, the 24 stimuli used in 
Study 1 fell into three clusters (with one outlier). Two stimuli were selected from each of the three clusters to form the set 
of six. The six stimuli are plotted in Figure 19 and are arranged such that stimuli from the same cluster are in the same 
column. 
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Figure 19. The six recordings selected from the FaINT dataset (ASHRAE, 2019), used as stimuli in all four rating sets in 
Study 2. Stimuli are grouped in columns according to the three clusters found in Study 1. 

 
The second stimulus set consisting of nine stimuli was designed to investigate the effect of the initial decayed shock 
portion of Mach cutoff signatures. For traditional sonic booms, the initial shock wave dominates perception, and the post-
boom noise is rarely considered. However, in Mach cutoff operations, the initial shock decays to such an extent before 
arriving at the ground that the post-boom noise may be more perceptually significant. The extent of this effect has not 
been evaluated experimentally. Therefore, additional stimuli were added to the annoyance set and were intended to 
separate the effect of post-boom noise from the effect of the initial decayed shock.  
 
Three simulated shocks were generated, starting from two recordings of typical N-shaped booms. Both recordings were 
numerically propagated past the caustic to one diffraction-boundary-layer thickness below the caustic. The third (quietest) 
shock came from the louder of the two recordings propagated two diffraction-boundary-layer thicknesses below the 
caustic. A broadband gain was applied to decrease the amplitude of all three shocks, on the basis of the limitations of the 
reproduction facility. The three simulated shocks were then added to one of the six stimuli selected to not have any 
audible shock, thus creating three new stimuli. The simulated shocks were generated by Zhendong Huang in Task 1 of this 
project. The three new composite stimuli containing the three synthesized shocks can be seen along with the original 
recorded stimulus in Figure 20. The detailed plot on the right shows that the synthesized waveforms varied in both 
amplitude and steepness. The three stimuli containing simulated shocks were added to the set of six to form a set of nine 
stimuli used in rating annoyance. 

 

 

 

 



 

  
 

Figure 20. The three additional stimuli included in the annoyance rating set, plotted along with the original FaINT 
recording. The full waveforms are shown on left, with a detailed view of the synthesized shocks on the right. Note: the four 

stimuli differ only where the synthesized shock was added, so they look like one waveform before 2 seconds and after 3 
seconds, respectively. 

 
The method of paired comparisons with a rating scale (Parizet et al., 2005) was selected as the listening test method for 
this study. In this method, each stimulus is compared directly to every other stimulus. For each possible pairing of stimuli, 
subjects determine which of the stimuli falls higher on a given comparative scale and rates how much higher the stimulus 
should sit on the scale. Subjects listened to the set of six recordings and rated them on three comparative scales: thunder 
(how “thunderous” is the stimulus?), rumble (how “rumbly” is the stimulus?), and swoosh (how “swooshing” is the 
stimulus?), the three factors resulting from Study 1. Subjects rated the set of nine stimuli on a comparative annoyance 
scale (how “annoying” is the stimulus?). 
 
Data collection 
Subjective testing and stimulus reproduction took place in the “Auralization and Reproduction of Acoustic Sound-Fields” 
(AURAS) facility (Neal, 2015) on Penn State campus (Figure 21). The facility consists of 32 loudspeakers housed in an 
anechoic chamber; 30 mid- to high-frequency speakers are arranged in an approximately spherical arrangement 
surrounding a single listening position. This arrangement of loudspeakers allows for reproduction by using third-order 
Ambisonics, a technique for reproducing spatial characteristics of a sound-field (Gerzon, 1973). Two 18-inch-driver 
subwoofers were used to produce characteristics of the stimuli below 80 Hz. For Study 2, all stimuli were processed 
spatially to appear to come from in front of the listener, 30° above the horizontal, to be representative of an aircraft flying 
in the distance. 
 

 
 

Figure 21. The AURAS facility at Penn State. The photo on the left shows the anechoic chamber as set up for testing. The 
center image shows the subwoofers with a two-way loudspeaker included for scale. The final image on the right shows a 

schematic of the arrangement of the loudspeaker positions around the central listening point. 
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Paired comparison with a rating scale was implemented with the testing interface shown in Figure 22. For each pair of 
stimuli, subjects used the testing interface to compare the two stimuli. Subjects were instructed to listen to each stimulus 
at least once by using the “play A” and “play B” buttons. The subject then rated the difference on a continuous scale in 
terms of how much better the given attribute described one or the other stimulus. For the set in which the attribute was 
annoyance, A rating of -2 = “A is much more annoying than B” and a rating at the opposite end of the scale, and a rating of 
+2 = “B is much more annoying” than A.” 
 

 
 

Figure 22. Study 2 subjective testing interface. Subjects clicked on the “play A” and “play B” buttons, decided which 
stimulus had more of the given attribute, i.e., “annoying,” “thunderous,” “rumbly,” or “swooshing,” and rated how large that 

difference was by using the slider bar (reproduced from the 2017–2018 annual report). 
 
A total of 42 subjects (18 male) ranging from 18 to 60 years of age participated in the study, with a mean age of 36.9 and 
a standard deviation of 13.1 years. Subjects were required to have hearing thresholds of a 25 dB hearing level (HL) or lower 
in the 250–4000 Hz octave bands. Hearing thresholds were measured at the time of testing both to ensure that the criteria 
were met and to allow for post-hoc analyses of demographic effects. Noise sensitivity was also measured with the 
Weinstein Noise Sensitivity Survey (Weinstein, 1978). Specific age and gender demographics are shown in Figure 23. There 
were fewer subjects in the higher age groups, but overall the subjects’ ages were well distributed. The gender ratio was 
skewed slightly, with a 4:3 female-to-male ratio. The potential effects of demographics are explored in the analysis, but it 
will be shown that the demographics did not affect the other results of this study. 
 

 

 

 

 



 

 
 

Figure 23. Demographic breakdown of Study 2 participants. The number of participants decreased with age; more females 
participated than males. 

 
Data analysis methods 
Before any analyses were conducted, the individual comparison ratings were transformed into a single rating for each 
stimulus. The conversion of the comparison ratings to a single rating for each stimulus was achieved by summing across 
all ratings for a given stimulus. If a stimulus was rated higher in a given comparison, the absolute value of the comparison 
rating was added to the stimulus rating. Otherwise, nothing was added. Thus, for each comparison, only one of the two 
stimuli being compared would have its stimulus rating increased. This procedure was performed separately for each 
perceptual scale and each subject, thus resulting in one rating from each subject for each stimulus on each scale. 
 
Analyses were targeted to answer five separate questions: 

1. How are the perceptual attributes of thunder, rumble, and swoosh related to annoyance? 
 
This question investigates the relationship between the annoyance ratings and the other perceptual attributes. 
However, analysis for this question was complicated by covariance (interdependent relationships) among the 
thunder, rumble, and swoosh ratings. Typical linear regressions assume that the input variables are independent 
of one another, but the results obtained tended to increase and decrease together. It was therefore necessary to 
find a new factor space in which traditional analysis could be run. In Study 1, the ratings were transformed by 
using GPR (Gower, 1974), which was able to handle the differences in rating scales across subjects. In this study, 
all subjects used the same rating scale, so principal component analysis (PCA) and Varimax rotation were used to 
make this necessary perceptual space. PCA (Johnson & Wichern, 2013) created three orthogonal factors out of the 
three rating scales, which, according to the definition of orthogonality, have zero covariance. The factors were 
then rotated with a Varimax rotation (Johnson & Wichern, 2013) to create three new orthogonal factors, each 
closely related to the ratings on one of the three perceptual scales. (The Varimax rotation process leads to a set of 
orthogonal regressors, which is assumed in linear regression.) Each factor was treated as a new perceptual scale 
similar to but separate from the original attribute ratings. Linear regression was used to model the effects of these 
factors on the annoyance ratings. Additionally, linear regression was used to model the effects of the principal 
components on the annoyance ratings. 

 
2. Which metrics form the best model for predicting each perceptual factor?  

 
As a first pass, correlation testing was used to compare the predictive power of each metric individually for each 
perceptual attribute. For more detailed analysis allowing for a linear combination of multiple metrics, a stepwise 
regression (Kushner et al., 2004) was used to select which metrics formed the best set for predicting ratings. This 
procedure was carried out on the rating data for each perceptual attribute (annoyance, thunder, rumble, and 
swoosh). Metrics that were investigated as possible candidates to predict the perceptual ratings were the 
following: sound exposure level (SEL), weighted by B, C, and E (SELX); perceived loudness (PL) (Stevens, 1972); 
perceived sound exposure level (PLSEL) (Cliatt et al., 2016); average sharpness (Sav) (Zwicker & Fastl, 1990); and three 
exploratory metrics based on RC Mark II (ASHRAE, 2019). After stepwise regression identified the metrics for the 
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model, linear regression was run to model the ratings by using the metrics. Finally, correlation data were 
processed to determine whether other metrics were statistically comparable in terms of predictive power. 

 
3. How does the addition of a synthesized decayed shock to a Mach cutoff stimulus influence annoyance? 

 
This question was explored to determine whether the perception of the decayed shock had a strong influence on 
the annoyance ratings and thus would need to be studied in more detail. ANOVA modeled the effect of modifying 
the decayed shock on annoyance ratings. For this analysis, annoyance ratings were calculated in two separate 
ways, differing in which of the comparisons were summed across. The first set of ratings was calculated by using 
only the comparisons between the four stimuli of interest, namely the original recording and the three modified 
stimuli (three comparisons per stimulus). This set of ratings allowed for the detection of differences in annoyance 
ratings when stimuli with different decayed shock signals (or the absence of a decayed shock in the case of the 
original recording) were directly compared. The second set of ratings was calculated by using only the 
comparisons to the other stimuli and not direct comparisons between the stimuli of interest (five comparisons per 
stimulus, one for each of the other five recordings). This set enabled investigation of whether inclusion of different 
decayed shock signatures change annoyance ratings relative to other more general Mach cutoff stimuli. ANOVA 
was then run twice, and each rating set was modeled on the categorical effect of the stimulus number. 

 
4. Do the demographics of the participants affect the ratings? 

 
This question was asked to ensure that the results of this study obtained by using the sample of subjects would 
represent general trends in the broad population rather than being influenced by the sample. Ratings were 
analyzed with multivariate analysis of covariance (MANCOVA) (Johnson & Wichern, 2013)Error! Reference source 
not found., modeling the ratings on each stimulus as a linear combination of demographics, including age, 
gender, noise sensitivity score, and hearing threshold. Specifically, age was divided into four categories: 18–29, 
30–39, 40–49, and 50–60 years of age. Noise sensitivity scores were assessed with Weinstein’s Noise Sensitivity 
Scale (Weinstein, 1978). Hearing thresholds were divided into low, mid, and high frequencies by averaging across 
the 125- and 250-; 500- and 1000-; and 2000-, 4000-, and 8000-Hz octave bands, respectively. Interaction effects 
between demographics and stimulus number were also included. Including these interaction effects was essential, 
because any non-interaction effect would reasonably be zero. Non-interaction effects would average across stimuli, 
and the averages of the comparisons were always zero. 

 
5. How are demographic factors, hearing thresholds, and noise sensitivity related? 

 
This question was explored as a point of interest. Analysis of covariance (ANCOVA) was used to examine the 
effects of the other demographics on noise sensitivity, and multivariate analysis of variance (MANOVA) was used to 
analyze the effects of demographics on the hearing thresholds (without noise sensitivity included). The inputs to 
the ANCOVA were the same demographics detailed above except for noise sensitivity, and the inputs to the 
MANOVA were also the same demographics, except with the average low-, mid-, and high-frequency hearing 
thresholds removed. 

 
Results part 1 – Factor analysis of attribute ratings 
Orthogonal factors were used to identify which of the three perceptual attributes considered (thunder, rumble, and 
swoosh) was most strongly linked with annoyance. Three orthogonal factors were formed with a PCA followed by a 
Varimax rotation, each primarily correlated with one of the three rating scales. Correlation between the Varimax factors 
and the original rating scales is provided in Table 3. As can be seen, factor 1 is primarily associated with thunder ratings, 
factor 2 is primarily associated with rumble, and factor 3 is primarily associated with swoosh. Because of these strong 
correlations, further analyses can be interpreted by assuming that the factor scores approximate the original attributes. A 
linear regression was run, modeling average annoyance ratings as a linear combination of the average Varimax factor 
scores. This model accounted for 99.4% of the variance of average annoyance ratings. Factor 1 (associated with thunder) 
had the largest effect on annoyance ratings, as shown in Table 4, though all effects were significant. 
 
  

 

 

 

 



 

Table 3. Correlations between Varimax factors and original ratings. From the correlation values, factor 1 is associated with 
thunder ratings, factor 2 is associated with rumble, and factor 3 is associated with swoosh. 

 

Attribute Factor 1 Factor 2 Factor 3 

Thunder 0.940 0.192 0.281 

Rumble 0.172 0.961 0.0923 

Swoosh 0.267 0.096 0.959 

 
Table 4. Annoyance modeled as a linear combination of Varimax factor scores. Factors are listed along with their 

associated perceptual attributes, the regression coefficient, and the P values. Thunder ratings had the largest regression 
coefficient, indicating the strongest link to annoyance. 

 

Factor Related Rating Coefficient P value 

Factor 1 Thunder 0.415 0.0211 

Factor 2 Rumble 0.356 0.0302 

Factor 3 Swoosh 0.318 0.0564 

 
From the PCA, a single component was identified as the primary factor that best predicted perceived annoyance. PCA of 
the three perceptual attributes (excluding annoyance) resulted in three principal components, the first of which accounted 
for 59% of the total variance (across thunder, rumble, and swoosh ratings), the second of which accounted for 26%, and the 
third of which accounted for 15%. The first principal component was also highly correlated with annoyance ratings, with an 
r2 value of 0.989. This result indicates that one common component (split among the three Varimax factors above and 
common to the original three rating sets) controlled the perceived annoyance. 
 
Results part 2 – Analysis of attribute ratings and noise metrics 
In a first step, each factor was tested for correlation with the entire set of metrics, which included B-, C-, and E-weighted 
SEL, PL, PLSEL, Sav (Neal, 2015), and three RC-based metrics (RCxx-xx). Weighted SEL involved application of a frequency-based 
weighting to the stimulus to calculate a weighted SEL. PL was calculated with Steven’s Mark VII frequency and loudness 
weighting (Stevens, 1972). PLSEL was developed by the FaINT research team at NASA. For Sav, the Zwicker method was used 
to calculate sharpness and then averages across the stimulus. 
 
The RC-based metrics are exploratory and were developed for this study. They are based on Room Criteria Mark II 
(ASHRAE, 2019), a background noise room acoustics metric that includes a quality indicator for “rumble.” The RC-based 
metric is calculated as follows. First, the sound being analyzed is filtered into octave bands, and decibel levels are 
calculated in each octave band. The average mid-frequency decibel level is used to set a baseline contour that is flat below 
31 Hz and has a -5 dB/octave slope above 31 Hz. The contour is adjusted to cross through the average mid-frequency 
rating. Decibel deviations from the contour are averaged across the 8-, 16-, 31-, and 63-Hz octave bands, and the result is 
the value of the experimental metric. Three metrics were calculated by using different frequency ranges to select the 
baseline contour: RC.25-.5k uses the 250- and 500-Hz octave bands, RC.5-1k uses the 500- and 1000-Hz octave bands, and RC.25-

1k uses the 250-, 500-, and 1000-Hz octave bands. 
 
For each perceptual attribute, the same procedure was used to analyze the data. First, correlation coefficients between the 
attribute and each of the metrics considered were calculated. The correlation analysis also indicated which metrics’ 
correlations were statistically the same. Metrics were then input into a stepwise regression, which was used to select one 
or more metrics as the best model for the perceptual attribute. According to the correlation values, alternate models were 
then also run by using the metrics that statistically had a similar correlation coefficient. 
 
For annoyance, the correlation analysis identified SELB and SELE as the metrics most highly correlated with annoyance 
ratings (Figure 24). They were identified to not have statistically different correlations. Stepwise regression identified SELB 
as the best candidate metric for predicting annoyance. Regression was therefore run for modeling annoyance with SELB and 
SELE, as shown in Table 5. The two regressions produced similar results, and whereas SELB had a lower P value, the two 
were not statistically different in terms of predictive power. Both trend lines were calculated and plotted in Figure 25. 

 

 

 

 



 

These analyses indicate that annoyance is best modeled with only one metric, in agreement with the factor analysis 
suggesting that one underlying component predicts annoyance. From the metrics selected to predict annoyance, the 
underlying perceptual attribute is likely to be loudness. 
 

Table 5. Annoyance predicted with SELB and SELE. Both metrics predict annoyance well, with similar results. 
 

Attribute Metric Coefficient 
Standard 
Error 

P value 
Model 
r2 

Annoyance SELB 0.169 0.0162 
< 
0.0001 

0.304 

Annoyance SELE 0.146 0.0150 
< 
0.0001 

0.276 

 
 

 
 

Figure 24. Correlation between annoyance ratings and each of the nine considered metrics. For each metric, the sample 
correlation is plotted with 95% confidence intervals also indicated. SELB and SELE had the strongest correlation with 

annoyance. 
 

 

 

 

 



 

 
 

Figure 25. Regression curves (trend lines) for annoyance ratings, with average annoyance ratings of each stimulus on the y 
axis and calculated metric levels along the x axis. Coefficients of determination (r2) and P values are also indicated, as 

based on the average stimulus ratings. 
 
For thunder, the correlation analysis identified SELB and SELE as the metrics most highly correlated with thunder ratings 
(Figure 26). They were identified to not have statistically different correlations. In addition, all three RC-based metrics were 
identified as having statistically significant coefficients with thunder ratings but in this case were found to be negatively 
correlated. The correlations for each of the RC-based metrics were not statistically different. Stepwise regression identified 
SELB and RC.5-1k as the best set of metrics for predicting thunder ratings. Regression was therefore run six times, by 
modeling thunder with each of SELB and SELE as the first metric, with each of the three RC-based metrics as the second 
metric (Table 6). Because thunder was strongly correlated with annoyance, it follows that the same SEL metrics would 
predict thunder ratings well. The RC-based metrics with negative regression coefficients indicated that stimuli rated high 
on the thunder scale had higher mid- to low-frequency energy ratios, possibly because louder stimuli would have decayed 
less, and atmospheric decay acts more quickly on higher frequencies. In addition, the perceptual attribute of “thunder” was 
defined as the “sharp crack of thunder,” which should be more related to higher than lower frequencies. Thus, a negative 
correlation with the RC-based metrics, which are measures of low-frequency content, seems appropriate. 

 

 

 

 



 

 
 

Figure 26. Correlation between thunder ratings and metrics. For each metric, the sample correlation is plotted with 95% 
confidence intervals also indicated. SELB and SELE had the strongest correlation with thunder. All three RC-based metrics did 

not have statistically different correlation coefficients. 
 

Table 6. Thunder predicted with various metrics. All metric sets predict thunder well, although using SELB leads to a 
somewhat stronger result. 

 

Attribute Metric Coefficient 
Standard 
Error 

P value Model m2 

Thunder 
SELB 0.218 0.0118 < 0.0001 

0.677 
RC.5-1k -0.0476 0.00790 < 0.0001 

Thunder 
SELB 0.218 0.0118 < 0.0001 

0.677 
RC.25-1k -0.0476 0.00790 < 0.0001 

Thunder 
SELB 0.217 0.0120 < 0.0001 

0.673 
RC.25-.5k -0.0461 0.00800 < 0.0001 

Thunder 
SELE 0.208 0.0120 < 0.0001 

0.630 
RC.5-1k -0.0180 0.00834 0.0314 

Thunder 
SELE 0.204 0.0124 < 0.0001 

0.633 
RC.25-1k -0.0231 0.00914 0.0120 

Thunder 
SELE 0.203 0.0125 < 0.0001 

0.634 
RC.25-.5k -0.0244 0.00915 0.0082 

 
For rumble, the correlation analysis identified SELC as the metric most highly correlated with rumble ratings (Figure 27). 
Stepwise regression identified SELC and RC.25-.5k as the best set of metrics for predicting rumble ratings. Regression was 
therefore run by modeling rumble with SELC as the first metric and each of the three RC-based metrics as the second metric 
(Table 7). Whereas the RC-based metrics were not significantly correlated with rumble ratings, after SELc accounted for 

 

 

 

 



 

some of the variance, the RC-based metrics became significant. This result indicates that the perception of rumble was 
correlated with the perception of loudness, but the timbral aspects isolated by the RC-based metrics were still significant. 
 

 
 

Figure 27. Correlation between rumble ratings and metrics. For each metric, the sample correlation is plotted (x), with 95% 
confidence intervals also indicated. SELC had the strongest correlation with rumble. All three RC-based metrics did not have 

statistically different correlation coefficients. 
 

Table 7. Rumble predicted with various metrics. Any of the RC-based metrics may be used with SELC to predict rumble. 
 

Attribute Metric Coefficient 
Standard 
Error 

P value Model r2 

Rumble 
SELC 0.163 0.0182 < 0.0001 

0.255 
RC.25-.5k 0.0349 0.0112 0.0021 

Rumble 
SELC 0.163 0.0183 < 0.0001 

0.253 
RC.25-1k 0.0338 0.0113 0.0030 

Rumble 
SELC 0.161 0.0183 < 0.0001 

0.249 
RC.5-1k 0.0297 0.0107 0.0058 

 
For swoosh, the correlation analysis also identified SELB and SELE as the metrics most highly correlated with thunder ratings 
(Figure 28). They were identified to not have statistically different correlations. Stepwise regression identified SELB and SELC 
as the best set of metrics for predicting swoosh ratings. Regression was therefore run by modeling swoosh with SELB or 
SELE as the first metric, and SELC as the second metric (Table 6). With two loudness metrics involved in predicting swoosh 
ratings, the stimuli rated higher on the swoosh scale were likely to have some timbral quality. The differences in frequency 
weightings for different SEL metrics were able to isolate that timbral quality. 

 

 

 

 



 

 
 

Figure 28. Correlation between swoosh ratings and metrics. For each metric, the sample correlation is plotted (x) with 95% 
confidence intervals also indicated. SELB and SELE had the strongest correlations with swoosh. 

 
 

Table 8. Swoosh predicted with various metrics. Both models produced similar results, although SELB produced a 
statistically better model. 

 

Attribute Metric Coefficient 
Standard 
Error 

P value Model r2 

Swoosh 
SELB 0.392 0.0415 < 0.0001 

0.443 
SELC -0.235 0.0451 < 0.0001 

Swoosh 
SELE 0.247 0.0307 < 0.0001 

0.400 
SELC -0.100 0.0366 0.0068 

 
In summary, loudness-based metrics best predicted ratings on all four perceptual scales. SELB and SELE were the single best 
metrics for predicting annoyance, thunder, and swoosh, whereas SELC was effective in predicting perception of rumble. For 
thunder and rumble, RC-based metrics were statistically significant predictors after accounting for loudness. Swoosh 
ratings were bet predicted with a combination of two loudness metrics, SELB and SELC. The models with the highest 
coefficients of determination are summarized in Table 9. 
 
  

 

 

 

 



 

Table 9. Summary of strongest regression models. For each attribute, one of the weighted sound exposure level metrics 
was the strongest predictor of perception. 

 

Attribute Metric Coefficient 
Standard 
Error 

P value Model r2 

Annoyance SELB 0.169 0.0162 < 0.0001 0.304 

Thunder 
SELB 0.218 0.0118 < 0.0001 

0.677 
RC.5-1k -0.0476 0.00790 < 0.0001 

Rumble 
SELC 0.163 0.0182 < 0.0001 

0.255 
RC.25-.5k 0.0349 0.0112 0.0021 

Swoosh 
SELB 0.392 0.0415 < 0.0001 

0.443 
SELC -0.235 0.0451 < 0.0001 

 
Results part 3 – ANOVA of synthesized shock stimuli 
Additional analyses were conducted to investigate the effect of including a simulated decayed shock wave with a 
representative Mach cutoff signature. ANOVA was run for both methods of calculating annoyance ratings, and the results 
showed no statistical difference in mean ratings across the four stimuli. The lack of difference is illustrated by the 
overlapping 95% confidence intervals in Figure 29. The lack of this effect indicates that, for the cases tested in this study, 
the longer “post-shock” noise has a larger effect on annoyance than the initial shock. 
 

 
 

Figure 29: Annoyance ratings for the modified stimuli (synthesized boom added plus original). The mean annoyance 
ratings of the four related stimuli are indicated with an X along with the 95% confidence intervals. The clear overlap 
demonstrates the lack of statistical evidence for an effect of adding a synthesized boom on the annoyance ratings. 

 
Results part 4 – Demographic investigations 
Aside from low-frequency hearing thresholds, demographics were not found to have a significant effect on the perceptual 
ratings. The results of the MANCOVA testing for the effects of demographics on ratings are summarized in Table 10, with 
effects significant at the P = 0.05 level marked in bold. As expected, the stimulus had a statistically significant effect on 
ratings for all variables. The only demographic factor analyzed that had a significant effect was the average low-frequency 
hearing threshold. For this type of analysis in which a number of effects are assessed, the P value at which the results are 
considered significant must be adjusted with Bonferroni correction, which yielded P < 0.0073 as the threshold for 
significance. 
 

 

 

 

 



 

Table 10. Demographic effects on rating data. Other than the stimulus, only low-frequency hearing had a significant effect 
on ratings (with Bonferroni correction, a result is considered significant at P < 0.0073). 

 

Effect P value 

Stimulus < 0.0001 

Age 0.334 

Gender 0.0263 

Low-Frequency < 0.0001 

Mid-Frequency 0.909 

High-Frequency 0.0081 

Noise Sensitivity 0.567 

 
To further investigate the effect of the low-frequency hearing threshold, we ran an individual ANOVA, modeling perceptual 
ratings by using the low-frequency hearing threshold as described previously. This analysis is summarized in Table 11, in 
which significant effects are again marked in bold. The analysis indicates that a low-frequency hearing threshold had a 
significant effect on thunder ratings (P < 0.0125). The lack of gender and age effects is illustrated in Figure 30, which 
shows the means and 95% confidence intervals for the annoyance ratings of the different demographic groups considered. 
Of note, the significant overlap in confidence intervals provides a visual confirmation of this finding that the demographics 
did not influence the rating data. 
 
Table 11. Effects of low-frequency hearing threshold on each rating variable. A significant effect of low-frequency hearing 

threshold was found for thunder ratings only. That is, low-frequency hearing thresholds affect the perception of the 
thunderous aspects of the stimuli. 

 

Effect Variable P value 

Low- 
frequency 
hearing 
threshold 

Thunder < 0.0001 

Rumble 0.0278 

Swoosh 0.855 

Annoying 0.418 

 
  

 

 

 

 



 

 

 
 

Figure 30. Demographics vs. annoyance ratings, with Figure a (left) divided by age category and Figure b (right) divided by 
gender. The overlapping intervals indicate that ratings were not statistically different across the demographic groups. For 

both plots, average annoyance rating and 95% confidence interval are plotted. 
 
 

Relationships among demographic factors were investigated through ANCOVA and MANOVA. Effects of demographics on 
noise sensitivity were investigated through ANCOVA, as summarized in Table 12. The analysis indicated a significant 
relationship between average mid-frequency hearing thresholds and noise sensitivity, but the effect is weak (r2= 0.0092). 
Analysis of demographic effects on hearing thresholds matched that reported in the literature, showing increased hearing 
thresholds with increased age, more pronounced at higher frequencies (Patterson et al., 1982) (Table 13). 
 
Table 12. Investigations of the effects of demographic factors on noise sensitivity. Mid-frequency hearing thresholds had 

some relationship with the noise sensitivity score. 
 

Effect P value 

Age 0.0237 

Gender 0.510 

Low-Frequency 0.148 

Mid-Frequency 0.0078 

High-Frequency 0.735 

 
  

 

 

 

 



 

Table 13. Effects of demographics on average hearing thresholds. Age was found to have a significant effect on mid- and 
high-frequency hearing thresholds. 

 

Effect Variable P value 

Gender 
Low-
Frequency 

0.0221 

 
Mid-
Frequency 

0.0540 

 
High-
Frequency 

0.0568 

Age 
Low-
Frequency 

0.104 

 
Mid-
Frequency 

0.0000 

 
High-
Frequency 

0.0000 

 
Summary 
The primary finding in this study is that loudness controls the perception of annoyance due to Mach cutoff ground 
signatures. Loudness-related metrics, especially B- and E-weighted SEL, were most effective in modeling annoyance and 
other perceptual ratings. Although each perceptual attribute tested was related to annoyance, one underlying principal 
component explained most of that relationship. The addition of a synthesized shock to the Mach cutoff stimuli did not 
have a significant effect on annoyance ratings. In general, demographic effects were not significant. A more detailed 
summary of the findings separated according to the five questions of interest is provided in Table 14 on the following 
page. 
 
 
  

 

 

 

 



 

Table 14. Analysis methods and results summary. For each of the five questions listed in the “Data Analysis Methods” 
section, the question, analysis methods, explanation of the analysis methods, and key findings are included. 

 
Question Method(s) Explanation of Statistical Analysis Key Findings 

How are the 
perceptual 
attributes of 
thunder, rumble, 
and swoosh 
related to 
annoyance? 

Factor analysis 
and 
linear regression 
(univariate) 

Factor analysis was used to obtain 
orthogonal factors from all perceptual 
ratings and to find principal components. 
Two linear regressions were run, 
modeling annoyance by using the factors 
of components. 

Annoyance is related to both 
thunder and swoosh ratings. One 
underlying factor (first principal 
component) captures the effect of 
both. 

Which metrics 
form the best 
model best for 
predicting each 
perceptual factor? 

Stepwise 
regression 
(univariate) and 
correlation 
testing 

For each perceptual rating variable, 
metrics were selectively added into the 
regression model to best explain the 
overall variance with the fewest metrics. 
Correlation tests indicated significant 
differences between metrics. 

Annoyance and thunder ratings 
are predicted well with sound 
exposure level metrics (SELB or 
SELE). Swoosh ratings are 
predicted by using SELC and SELE 
combined. Rumble ratings are 
predicted well by SELC and RC.25-1k. 

How does the 
addition of a 
synthesized 
decayed shock to 
a Mach cutoff 
stimulus influence 
annoyance? 

ANOVA 

Annoyance ratings were modeled as 
combinations of stimulus and subject ID 
effects (ANOVA). Only the ratings on the 
modified stimuli were used. Ratings were 
calculated in two ways. 

The addition of the synthesized 
booms did not have a statistically 
significant effect on annoyance 
ratings. 

Do the 
demographics of 
the participants 
affect the ratings? 

MANCOVA 

Using continuous and categorical 
predictors requires the general linear 
model, which is analyzed with MANCOVA. 
All rating sets were modeled by using the 
interactions between demographic effects 
and stimulus number. 

Demographics did not have a 
statistically significant effect on 
subjective ratings. Low-frequency 
hearing thresholds did have a 
statistically significant effect on 
ratings of thunder. 

How are 
demographics, 
hearing 
thresholds, and 
noise sensitivity 
related? 

ANCOVA and 
MANOVA 

Hearing thresholds were modeled with 
age category and gender as independent 
variables (MANOVA). Noise sensitivity was 
modeled with hearing thresholds, age, 
and gender as independent variables 
(ANCOVA). Interaction effects were also 
investigated. 

Age did have a statistically 
significant effect on mid- and 
high-frequency hearing 
thresholds. Mid-frequency hearing 
thresholds did have a statistically 
significant, albeit weak, effect on 
noise sensitivity. 

 
Study 3: Degree of annoyance study 
Study design 
The purpose of Study 3 was to determine the degree of annoyance caused by Mach cutoff signatures relative to road, rail, 
and subsonic air traffic noise. These three transportation types were selected because most of the population is familiar 
with these sounds (Wesler, 1973). A secondary purpose of this study was to obtain additional data to further investigate a 
possible metric to predict annoyance due to Mach cutoff signatures and compare these findings to the results of Study 2.  
 
Stimuli details 
The stimuli used in this study were recordings of the four transportation modes, in which the Mach cutoff signatures were 
a subset of those used in the second study. For the remaining three types of traffic noise, field recordings were made in 
the state of Pennsylvania. Road traffic recordings were obtained from two interstates in proximity to State College, rail 
recordings were obtained from three different locations within an approximately 50-mile radius, and subsonic aircraft 
recordings were obtained at the local airport, University Park Airport (SCE), and Philadelphia International Airport (PHL).  
The road traffic recordings were made on interstates I-80 and I-99. On I-80, two microphones were set up in the shoulder 
closest to the median, 5 feet from the closest travel lane, for eastbound traffic at mile marker 152. On I-99, the same two 

 

 

 

 



 

microphones were set up at the same distance from the closest travel lane (5 feet) for northbound traffic at mile marker 
67. Recordings were taken on the morning of Monday, December 3. This time was selected because of high average annual 
daily traffic obtained from the Pennsylvania Department of Transportation. Approximately 45 minutes of continuous 
recordings were obtained at each location. 
 
The rail recordings were taken at three local rail lines in the towns of Bellefonte, Lewistown, and Tyrone, Pennsylvania. 
Recordings were taken at multiple locations to obtain samples of different types of rail traffic. In Bellefonte, an old diesel 
engine train, moving at a constant speed of 15 mph was recorded. In Lewistown, a recording was taken of the westbound 
Amtrak passenger train as it passed by and decelerated to a train stop. In Tyrone, multiple freight trains were recorded 
with various numbers of attached freight cars. These train passes had much higher sound pressure levels and more 
complex acoustic signatures than the other three types of trains. For all recordings, train horns were sounded, and in most 
cases brake squeal was also recorded. The duration of the recordings at each location ranged from 10 minutes to a few 
hours depending on the location. 
 
The subsonic aircraft stimuli were obtained from two Pennsylvania airports, SCE and PHL. Multiple locations were used in 
obtaining the recordings at both airports, and most of the locations were near the runways. Different flight operations 
were recorded including takeoff, landing, and a plane flyover pass. The orientation in which the microphones recorded the 
planes also differed depending on whether the plane flew overhead or perpendicularly to the microphones. Several hours 
of recording time were collected at both airports. The aircraft at SCE were small regional jets, whereas the aircraft at PHL 
were medium to large jets. For further stimuli variety, recordings were obtained from Dr. Patricia Davies at Purdue 
University. 
 
After all recordings were obtained, four 10-second segments were selected for each transportation mode. The stimuli 
duration of 10 seconds was based on the typical duration of NASA’s recorded Mach cutoff signatures. This duration was 
sufficiently long to allow for a complete subsonic aircraft signature, whereas for road and rail, 10-second segments were 
selected from the longer recordings. The signatures for the road and rail transportation modes varied in vehicular density 
(i.e., one vehicular pass to multiple vehicular passes, with and without semitrailer trucks) and in noise characteristics (i.e., 
train horn vs. train brake). Two additional recordings, one Mach cutoff and one subsonic aircraft, were also included as 
reference stimuli, which was needed for one of the two testing methods used. (More details about the test methods are 
provided in the next section.) One Mach cutoff stimulus and one subsonic aircraft stimulus were selected as the reference 
stimuli because of the emphasis on aircraft noise in the study. The stimuli were selected because the signatures had 
similar loudness, sharpness, and SELB weightings to the other stimuli in the transportation modes.  
 
To quantitatively compare the selected stimuli for each transportation mode to assess whether a suitable variety of stimuli 
were selected, loudness (phons) and sharpness (acum) were calculated for each stimulus (Fastl, 2006), as shown in Figure 
31. In general, within the sets of four stimuli for each of the transportation modes, a range of loudness and sharpness 
values was observed, with the exception of Mach cutoff and sharpness for the road stimuli. Loudness in phons represents 
equal loudness at mid-frequency, whereas sharpness in acum is an acoustic metric that accounts for high-frequency 
content of a sound. Given the similarity of the mid- to high-frequency content in the Mach cutoff signatures, we did not 
expect to observe much variation. Road stimuli have a wide range of spectral energy in the low- and mid-frequency ranges, 
but not in high frequencies, thus explaining the uniform sharpness values. 
 

 

 

 

 



 

  
 

Figure 31. The loudness, L5 in phons and the sharpness, S5 in acum of the stimuli are shown in the left and right plots, 
respectively. In general, a range of values were observed for all transportation types, with the exception of Mach cutoff 

(MCO) and sharpness in road. 
 
The study was designed to include three different listening conditions: (a) traffic noise as experienced outdoors at a 
residence in proximity to a traffic source (“outdoor condition”), (b) traffic noise as experienced indoors in a typical 
residential construction at the same location as the first condition (“indoor condition”), and (c) a condition wherein all of 
the stimuli were normalized to have the same PL (“equalized condition”). The first two conditions were included to provide 
two realistic listening scenarios for the subjects (e.g., envisioning that they are outdoors or indoors, and the last condition 
served as a check for the findings of the first two conditions while controlling for loudness. In other words, the equalized 
condition was included to evaluate whether the differences in ratings across transportation modes were primarily due to 
differences in overall sound pressure levels and less influenced by differences in temporal and frequency characteristics.  
 
For the outdoor condition, the obtained recordings needed to be attenuated to be representative of a typical closest 
resident distance to the transportation source, because the recordings were collected near the sound sources. To 
determine an appropriate “typical” closest distance of a residence to a major roadway, rail line, and airport, several 
locations within four major U.S. cities, Atlanta, Chicago, Houston, and New York City, were reviewed. Representative 
examples are shown in Figure 32. According to this informal survey of a number of residences near to major 
transportation types, the following distances were selected as the typical closest distance or worst-case conditions: 300 
feet for both major roadways and rail lines, and 1,500 ft to major airports. The latter was selected as the closest distance 
for Mach cutoff traffic as well. 
 

 

 

 

 



 

 
 

Figure 32. Examples of the researched closest residential distances to interstates, rail lines, and airports.  
 
For the indoor condition, a typical residential construction with an exterior wall of 2 × 6 wood studs (Bradley & Birta, 2001) 
was used to further attenuate the outdoor recordings. The transmission loss (TL) data for this construction are shown as 
the purple curve in Figure 33. The composite TL was calculated for a home with this exterior wall construction, in which 
the total area was subdivided such that approximately one-third were windows, approximately one-twentieth was a door, 
and the remainder was the 2 × 6 wood stud construction, represented as the pink curve in Fig. 33. These percentages were 
obtained by researching common residential homes in these transportation noise worst cases. Because this calculation 
assumes that all openings are perfectly sealed, a field TL measurement of an apartment in proximity to I-99 was obtained 
(yellow curve) and, as shown, is significantly lower than the theoretical composite wall. Although the construction of the 
apartment exterior wall and windows is not identical to the theoretical base wall, the overall attenuation levels due to non-
ideal installation conditions were considered representative of actual facades. As a result, the overall TL applied to the 
outdoor signals generally followed the shape of the theoretical base wall but was significantly attenuated further to be 
comparable to the in-situ measurements (black curve). On average, across all frequencies, the attenuation was 
approximately 20 dB. The final selection of the applied TL to the signatures was made in combination with listening to the 
signals and subjectively determining whether they sounded representative of how traffic noise would sound inside a 
residence close to the transportation mode location. As a point of comparison, the exterior wall used by NASA (Page et al., 
2014) is included in the same plot (green curve). 
 
 

 

 

 

 



 

 
 

Figure 33. The finalized indoor filter transmission loss (black curve) is applied to the outdoor stimuli to generate the 
indoor stimuli. Additional curves are included for reference as described in the text. 

 
Finally, the equalized condition was created by applying SEL B- and E-weightings to the stimuli to normalize the PL for the 
stimuli both within and across transportation types. The applied weighting networks are shown in Figure 34, and the final 
SELB and SELE levels of all stimuli are shown in Figure 35. B- and E-weightings were selected on the basis of the findings of 
Study 2, wherein both of these metrics were found to best predict annoyance and thunder. SELB was used to equalize the 
aircraft stimuli, whereas SELE was used for road and rail. Two different metrics were used for the equalization because the 
selected metrics were found to be more effective at equalizing the levels of the stimuli within a transportation mode. The 
target was a value of 60 dB for all stimuli. As shown in Figure 35, this target was generally achieved for all stimuli, with the 
exception of the Mach cutoff stimuli, which were played back approximately at a level of SELE = 40 dB. A 20-dB gain was 
not applied the Mach cutoff stimuli to bring these signals to 60 dB, because listening to all of the stimuli indicated that the 
PL of these stimuli was very similar to that of all other stimuli. The difference in actual playback levels was due to how 
humans perceive the very low-frequency content of these signals. If the Mach cutoff signals were raised by 20 dB, then the 
subjects would hear an unrealistic mid- and high-frequency content sound, because the little mid- and high-frequency 
content would be much higher while the low-frequency content would be heavily attenuated, thus distorting the stimuli’s 
noise characteristics.  
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Figure 34. The attenuation across whole-octave frequency for SEL B- and E- weighting. SELB was applied to the subsonic 
aircraft and Mach cutoff stimuli, and SELE was applied to the road and rail stimuli. 

 
 

 

 
 

Figure 35. SEL B- and E-weightings were applied to each transportation mode. These weightings equalized the loudness for 
the stimuli in every transportation mode. SELB was applied to subsonic aircraft and Mach cutoff, and SELE was applied to 

road and rail stimuli. The red circles represent the two additional reference stimuli used in the Preference method. 
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Subjective testing methods 
To investigate the perception of Mach cutoff signatures relative to common transportation modes, we used two different 
subjective listening test methods: method 1, termed the “degree of annoyance” method, required participants to give 
absolute ratings of each stimulus one at a time, and method 2, termed the “transportation mode relative preference” 
method, required participants to rate their relative preference for each stimulus relative to five other presented stimuli 
(multi-stimuli comparison method). All participants were required to provide responses by using both methods for all three 
conditions. More details about the individual test sets are provided in the “Data Collection” section. Participants completed 
a training set before the actual test sets, which included the loudest and softest stimuli from the outdoor and indoor 
conditions, respectively. Each training set had the same number of questions as their respective testing method: 
annoyance rating had 16 questions per condition, and transportation mode preference had four questions per condition.  
 
Method 1, the degree of annoyance method, was designed so that each stimulus was presented individually. The testing 
interface is shown in Figure 36. The subject was asked to play the sound and then rate the sound on an absolute scale 
from 1 to 5 where the numbers were labeled with the following word anchors: 1 = “not at all annoying,” 3 = “moderately 
annoying,” and 5 = “highly annoying.” The selected descriptions of the anchors were the same as used by Page in 2014. 
The rating scale was continuous, and the participants moved a slider along the length of the scale to provide their ratings. 
There were 16 stimuli used in this method—four stimuli from each transportation mode—and all 16 stimuli for one of the 
three conditions were included within a given series of questions in random order. 
 

 
 

Figure 36. The subjective testing interface for method 1, the degree of annoyance method. One stimulus was presented 
per question, and participants were required to rate the degree of annoyance in response to each stimulus. The rating 

scale ranged between 1 = not at annoying and 5 = highly annoying. 
 
Method 2, the relative transportation mode preference, was designed to provide a series of four questions with multiple 
stimuli at a time and required participants to rate their preference of each signal relative to the others in the set. The 
testing interface is shown in Figure 37. The rating scale used in this method ranged from -50 to +50 with the word 
anchors: -50 = “I do not like it” and +50 = “I like it.” This method was adapted from reference (Torija et al., 2019), which 
used the method to investigate participants’ relative preference for different types of aircraft engine noise. To compare the 
ratings across the questions, we included two reference stimuli in all four questions. The reference stimuli were selected to 
be one additional Mach cutoff signature and one additional subsonic aircraft signature. These same two reference stimuli 
were included in all questions to normalize the ratings and allow for comparison of the results across the series of four 
questions for each condition. In addition to the two reference stimuli, one of the four stimuli from the four transportation 
modes was randomly included in question. That is, for a given condition, participants received a series of four questions, 
each including one of the four stimuli for each of the transportation modes from method 1, along with the two reference 
stimuli (six signals in total per question). Over the series of four questions, all 16 of the stimuli from method 1 were 

 

 

 

 



 

included without repetition and were randomly assigned to each question for each participant. Within each question, the 
order of presentation of the stimuli, i.e., A, B, C, etc., was also randomized. 
 

 
 

Figure 37. The subjective testing interface for Method 2, the transportation mode relative preference method. Multiple 
stimuli were presented for each question, in which one stimulus of each of the four transportation modes represented four 

of the six stimuli, and the remaining two stimuli were reference stimuli that were included in all sets (one additional 
subsonic aircraft signature and one additional Mach cutoff signature). 

 
Data collection 
The testing procedure for each subject was as follows. First, the subject read, asked any questions, and signed the 
informed consent form. Second, a hearing screening was administered to ensure that the subject had maximum hearing 
thresholds of 35 dB HL in the whole-octave frequency bands from 250 Hz to 8000 Hz, where the threshold is the lowest 
sound pressure level that a person can detect. A 0-dB threshold was considered the baseline hearing without any loss. In 
other words, any threshold value exceeding 0 dB indicates some degree of hearing loss. However, thresholds between 0 
and 25 dB HL are considered to be within the normal hearing range. Thresholds between 25 and 35 dB HL are classified as 
mild hearing loss. Prior work has shown that participants with hearing in the 0- to 15-dB portion of the normal range 
provide more reliable data. However, to ensure a more representative sample from the population was included in this 
study, the hearing threshold requirements were relaxed to 35 dB HL, because in general, as people age, their hearing 
thresholds increase. 
 
An overview of the question sets is provided in Table 15. Participants completed a total of three sets with multiple parts 
within each set. All participants began with the indoor condition for their first set (set 1) and were randomly assigned one 
of the two test methods. The indoor condition was presented first to promote participants to use a broader range of the 
rating scale than they might otherwise have used if they were first presented with either the outdoor or equalized 
condition, because the stimuli in those conditions were presented at higher sound pressure levels. To improve the 
reliability of the data, we required participants to review a set of tutorial slides and complete a series of practice questions 
before the collection of actual test data for both methods. As a result, there were four parts in set 1, as shown in the table. 
After set 1, participants were given a break of several minutes before sets 2 and 3, which each contained two parts. The 
last two sets were for the remaining two conditions, outdoors and equalized, which were presented in random order. 
Within these sets, participants were required to rate the stimuli by using both test methods, which were also presented in 
random order independently of the orders in the other sets. The question order within each set was randomized for all 

 

 

 

 



 

participants. Afterward, demographic and other information was collected through online questionnaires. The average 
duration for the entire session was approximately 90 minutes.  
 

Table 15. Summary of subjective listening test method. All participants completed all sets, and a training set was 
administered before actual test data collection for each method, as shown in set 1. The stimuli for the indoor condition 

were presented first to all participants to encourage use of the full range of the rating scales. The test method within each 
set was randomized across sets for all subjects. 

 

 
 
Study 3 included 38 participants. The age and gender demographics are summarized in Figure 38. The goal was to obtain 
approximately even numbers of participants within the five age categories shown in the figure and approximately even 
numbers of each gender within these age subdivisions. Extensive efforts were made over a period of 4 months to recruit 
participants to achieve this goal. Recruitment efforts included posting flyers at locations that older participants might 
frequent, newspaper advertisements, and a Facebook advertisement. Despite these efforts, most of the participants were 
in the first two age categories (n = 24) and only a single male participant was in the upper three age categories. As will be 
discussed, additional statistical analyses were conducted to determine whether this unevenly distributed sample affected 
the overall findings. 
  

 

 

 

 



 

 

 
 

Figure 38. Participant demographics. Fewer individuals in the upper three age categories (n = 14) participated than in the 
first two categories (n = 24). Nearly twice as many females (n = 25) participated than males (n = 13). 

 
 
Data analysis 
For all analyses for both the degree of annoyance and transportation mode preference method, the subjects provided 
numerical ratings for stimuli on absolute and relative scales, respectively. The rating for each transportation mode was 
averaged for each method in relation to interaction variables including gender and age. This process resulted in four rating 
values, one for each transportation mode, that could be used for further analysis. Linear regression and both linear and 
univariate and multivariate analysis of variance statistical analyses were conducted (ANOVA and MANOVA, respectively). 
 
The first statistical analysis was to determine the average degree of annoyance and transportation mode preference across 
all ages. This was conducted by using a univariate ANOVA on the ratings across the four transportation modes, and 
transportation modes was found to have a significant effect on both annoyance (F = 102.8, P < 0.001) and relative 
preference ratings (F =148.7, P < 0.001). As shown in Figure 39, Mach cutoff was perceived as the least annoying and had 
the highest relative preference ratings. No significant differences in ratings were found among the three other 
transportation modes.  
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Figure 39. The results of methods 1 and 2. Degree of annoyance and relative transportation preference ratings, are shown 
at left and right, respectively. The same overall conclusion can be drawn from the resutls of these two very different test 

methods: Mach cutoff signatures are the least objectionable, as compared with the other three transportation modes. 
Note: The error bars represent the standard error of the mean and are so small because each data point represents 456 
ratings: for each transportation mode type, participants rated four stimuli for three conditions, so 38 × 4 × 3 ratings per 

data point are shown in each plot. All remaining plots include error bars, which are similarly very small because each data 
point shown represents a large number of ratings. 

 
 
To investigate whether there was an effect of condition (outdoors, indoors, and equalized) on the ratings of each 
transportation, we performed a MANOVA test on the conditions (Figure 40). In Method 1, the annoyance ratings of the 
stimuli in the indoors condition were significantly lower than those in the other two conditions, but the same trend is 
observed across all three conditions as in the overall average results shown in the previous figure, i.e., that Mach cutoff 
signatures are the least annoying, and no significant differences in ratings were observed across the other transportation 
types.  
 

 

 

 

 



 

 
 

Figure 40. Method 1 results: the average annoyance ratings of each transportation mode separated by condition. For all 
conditions, Mach cutoff signatures had the lowest annoyance ratings. 

 
 
For method 2, the results are more consistent across condition, probably because of the inclusion of the two reference 
stimuli in each question, as shown in Figure 41. The average preference was found for each condition. In this method, the 
indoor condition was not as statistically different as the annoyance rating method. This result may suggest that 
transportation mode preference is a more robust rating method. It can also be seen that Mach cutoff is the most preferable 
transportation mode across all conditions. 
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Figure 41. Method 2 results: the average preference for each condition. The indoor condition was not statistically different 
from the other transportation modes, as it was for method 1. 

 
The effect of gender on the results was investigated and was found to be significant (F = 5.853, P = 0.001); see Figure 42. 
Male subjects gave higher annoyance ratings for the road, rail, and subsonic aircraft signatures than female subjects. This 
finding differs from those of prior work reported in the literature, which generally show that females are generally more 
noise sensitive than males (Harris, 1991). Annoyance ratings of Mach cutoff were not found to be statistically different 
across gender.  
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Figure 42. Annoyance ratings separated by gender for the entire dataset of individuals 18–70 years old (n = 38). Males 
rated road, rail, and subsonic aircraft traffic signatures as being significantly more annoying than females. No significant 

differences were found between the annoyance ratings of Mach cutoff signatures. 
 
To investigate whether these findings are biased because of the disproportionate ratio of males to females in the sample, 
we evaluated only the results from the participants in the lowest two age categories, 18–30 and 31–40 years old, because 
an even number of male and female subjects participated (Figure 43). A significant interaction effect of transportation 
mode and gender was also found with the equal gender model (F = 2.709, P = 0.044). The findings are consistent with the 
previous findings that included ratings from all of the participants. That is, even though the participant sample obtained 
does not have an even number of male and female participants, the results are not skewed by the much higher number of 
female participants. 
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Figure 43. Annoyance ratings separated by gender for the subset of participants 18–40 years old only (n = 24), to analyze 
a dataset with an equal number of participants of each gender. The results of this equal gender model show that the 

trends are similar to those when the data from all participants are included, therefore showing that the overall results do 
not seem to be biased by the unequal numbers of each gender in the participant sample tested. 

 
 
The effect of age on ratings was also analyzed by dividing the participants into two age groups: 18–50 and 51–70. The 
interaction between transportation modes and age was found to be significant (F = 15.380, P < 0.001). No significant 
differences were found between the age groups for road traffic and subsonic stimuli. However, differences were found for 
the two other transportation modes. The younger age group rated rail as significantly more annoying than did the older 
group, whereas the opposite result was found for Mach cutoff (Figure 44). We hypothesized that the older participants 
might have positive associations or nostalgia associated with rail sounds, as reported informally at the conclusion of the 
test session. For the case of Mach cutoff, the older participants may have had worse hearing thresholds at the higher 
frequencies, which would cause the low-frequency content to be perceived as louder than the loudness perceived by 
individuals with lower high-frequency thresholds. The finding that the older participants found Mach cutoff to be more 
annoying is consistent with findings reported by Foraster (2016) suggesting that older individuals tend to be more noise 
sensitive than younger individuals.  
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Figure 44. Annoyance ratings separated by two age groups: participants 18–50 years old (n = 29) and participants 51–70 
years old (n = 9). No significant differences in annoyance ratings were found between the age groups for the road and 
subsonic aircraft stimuli. The participants 18–50 years old rated rail as significantly less annoying and Mach cutoff as 

significantly more annoying than those 51–70 years old. 
 
 
The effect of age on ratings was also evaluated by comparing participants from the two lowest age categories (Figure 45), 
because the number of participants in each was relatively similar, unlike the division of participants above and below 50 
years old (Figure 38). Significant differences in ratings were found for three of the four transportation modes considered, 
again with a significant interaction effect of transportation mode and age (F = 28.110, P < 0.001). Participants 18–30 years 
old rated both road and rail as significantly more annoying than those 31–40 years old, whereas the lowest age category 
rated Mach cutoff as significantly more annoying than the next age category. 
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Figure 45. Average annoyance for the age ranges of 18–30 and 31–40 years. The annoyance ratings show similar trends, 
and there is no major difference in rail annoyance ratings. 

 
 
Finally, the effect of test method order was also investigated and was found to be significant for the annoyance ratings (F = 
11.249, P < 0.001), as shown in Figure 46. Subjects who took the transportation mode relative preference method first 
found the stimuli to be more annoying than subjects who took the annoyance rating method first. However, the trends for 
both test method orders are nearly identical. In addition, Mach cutoff is perceived to be the least annoying transportation 
mode regardless of order, thus suggesting that the conclusions stated above are still valid.  
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Figure 46. Method 1, average annoyance ratings separated by test method order. When subjects were given method 2 first 
(relative preference method), stimuli were rated as significantly more annoying than when those who completed method 1 

(annoyance rating method) first. 
 
 
The effect of test order on the ratings obtained in method 2 for preference was significant for only the Mach cutoff ratings 
(Figure 47). No significant effects were found for the relative preference ratings of the other three transportation modes. 
This finding may be a result of the relative preference method’s use of reference stimuli, which allows for the ratings to be 
normalized. 
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Figure 47. Method 2, average relative preference separated by test method order. No significant differences in relative 
preference ratings of the road, rail, and subsonic stimuli as a function of test method order were found. However, for Mach 
cutoff signatures, participants who completed the annoyance rating method first, the preference ratings of the Mach cutoff 

stimuli were significantly higher than those of participants who completed method 2 first. 
 
 
Finally, the metrics considered as candidates to predict annoyance ratings in Study 2 were again considered in the analysis 
of the annoyance ratings from Study 3. Correlations between the annoyance ratings and five acoustic metrics; loudness 
(L5), (phons), sharpness (S5), and SEL with B- and E- weighting were found. These values are shown in Table 16. Values in 
bold correspond to a P value less than 0.005. As can be seen from the results, SELB and SELE have the statistically highest 
significance. This suggests that SELB and SELE are possible predictors of civilian annoyance due to Mach cutoff. 

 
Table 16. Correlation between Mach cutoff annoyance and acoustical metrics. 

 
Metric Outdoors Indoors Equalized 

Loudness (L5) R = 0.421, 
P = 0.104 (ns) 

R = 0.432, 
P = 0.095 (ns) 

R = 0.375, 
P = 0.152 (ns) 

Loudness (Phons) R = 0.799, 
P < 0.001 

R = 0.714, 
P = 0.002 

R = 0.762, 
P = 0.001 

Sharpness (S5) R = 0.834, 
P < 0.001 

R = 0.735, 
P = 0.001 

R = 0.768, 
P = 0.001 

SELB R = 0.698, 
P = 0.003 

R = 0.636, 
P = 0.008 

R = 0.551, 
P = 0.027 
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Summary 
Study 3 incorporated three transportation modes (road, rail, and subsonic aircraft) to provide context to Mach cutoff 
signatures. The recordings were obtained on-site at regional locations that captured various noise characteristics of each 
transportation mode. The study used two methods to investigate how Mach cutoff is perceived, as compared with other 
common transportation modes. The first method was an annoyance rating, which used an absolute scale to determine the 
perceived degree of annoyance for that stimulus. The second method was a transportation mode relative preference 
method, which used a relative rating to compare the transportation mode stimuli against each other. The two methods 
were tested in three condition sets: an indoor condition, an outdoor condition, and an equalized condition. The primary 
objective of the study was to determine how Mach cutoff signatures are perceived in terms of annoyance and relative 
preference to the three common transportation modes of road, rail, and subsonic aircraft travel. The specific questions 
considered and a summary of the findings are provided in Table 17.  
 

Table 17. Analysis methods and results summary. The question, analysis methods, explanation of the analysis methods, 
and key findings are included. 

 
Question Method(s) Explanation of Statistical Analysis Key Findings 

How do the annoyance 
ratings of Mach cutoff 
signatures compare to 
the ratings of road, rail, 
and subsonic aircraft 
noise? 

ANOVA 

ANOVA was used to investigate whether 
transportation mode had a significant 
effect on the annoyance ratings. 
Interactions of transportation mode with 
stimuli condition (indoor, outdoor, and 
equalized), age, and gender were also 
analyzed. 

Mach cutoff was found to have 
significantly lower annoyance 
ratings than the other three 
transportation modes. No 
statistically significant differences 
were found between the ratings 
of the other three modes. 

What is the relative 
preference of Mach cutoff 
signatures compared 
with the other three 
transportation modes? 

ANOVA 

ANOVA was used to investigate whether 
transportation mode had a significant 
effect on the relative preference ratings. 
Interactions of transportation mode with 
stimuli condition (indoor, outdoor, and 
equalized), age, and gender were also 
analyzed. 

Mach cutoff was found to have 
significantly higher relative 
preference ratings than the other 
three transportation modes. 
Significant interaction effects 
were also found, which in some 
cases resulted in significantly 
different preference ratings 
between the other transportation 
modes. 

Did the demographics of 
age and gender have a 
significant effect on the 
annoyance and relative 
preference ratings? 

MANOVA 

MANOVA was used to investigate the 
significant interaction effects found in 
both the annoyance rating method and 
relative preference method results.  

No significant differences in Mach 
cutoff ratings were found across 
gender; however, age was found 
to be significant, with the older 
participants rating Mach cutoff as 
more annoying/less preferable 
than the younger participants. 

Were the same metrics 
from Study 2 that were 
found to best predict 
annoyance to Mach cutoff 
also found to be the 
most appropriate metrics 
to predict the annoyance 
ratings of all four 
transportation modes? 

Linear 
regression 

Linear regression was used to investigate 
whether the five acoustical metrics 
considered were predictive of the 
annoyance ratings of the four 
transportation modes. Correlation tests 
indicated significant differences between 
metrics. 

SELB and SELE were found to be 
potential candidates to predict 
civilian annoyance of Mach cutoff 
signatures. 

 
  

 

 

 

 



 

Milestone(s) 
 
Milestone (Proposal) Comments Planned Due Date Status 

The hybrid simulated and 
measured stimuli will be 
developed; experimental 
design for the first subjective 
study will be completed. 
ASCENT Adv. Committee 
presentation. 

According to the results of Study 2, 
there was no need to further 
investigate hybrid stimuli. Instead, 
the purpose of study 3 was revised 
to investigate the perception of 
annoyance of Mach cutoff 
signatures relative to road, rail, and 
subsonic aircraft traffic sounds. 

November 1, 2018 Complete 

Study 2 will be completed, and 
a single metric will be 
proposed. 

SELB and SELE were found to be the 
best predictors of annoyance. Either 
metric may be appropriate for 
predicting annoyance due to Mach 
cutoff operations. 

February 1, 2019 Complete 

Study 3 using the indoor 
stimuli will be completed, and 
the results will yield a 
predicted percentage highly 
annoyed curve due to Mach 
cutoff signatures heard 
indoors.  

In addition to indoor stimuli, Study 
3 included outdoor and equalized 
stimuli. The results of this study 
confirmed the findings of Study 2 
for the recommended metrics. The 
modification to the experimental 
design does mean that a percentage 
highly annoyed curve was not 
obtained. 

July 31, 2018 Complete 

Final reporting. (No change) 
November 22, 
2019 

Complete 

 
Major Accomplishments 

• Study 2 factor analysis was completed, and the factors correlating with annoyance were identified. 
• Study 2 metric analysis was completed: metrics appropriate for predicting each perceptual attribute, including 

annoyance, were identified. 
• Study 2 analysis of the inclusion of simulated shocks with NASA recordings was completed: no significant effect of 

adding simulated shock was found on the annoyance ratings. 
• Study 2 demographic investigations were completed: the relationships between demographics and perceptual data 

were evaluated, and relationships among demographic factors were investigated. 
• All Study 3 stimuli were obtained from local interstates, railways, and airports.  
• The degree of annoyance study (Study 3) was designed; two methods were used (annoyance rating and 

transportation mode preference). 
• Study 3 data collection was completed; 38 subjects participated in the study. 
• Statistical analyses were conducted on the collected data with linear regression and ANOVA. 
• Interactions among variables such as the transportation mode, gender, age, and condition were found for the 

annoyance ratings and transportation mode preference. 
 
Publications 
Published conference abstracts 

Broyles, J., Vigeant, M.C., & Sparrow, V.W. (2019). Perceived annoyance of Mach cutoff flight ground signatures 
compared to common transportation sounds. Journal of the Acoustical Society of America 146(4, Pt. 2) 2782.  
Ortega, N.D., Vigeant, M.C., & Sparrow, V.W. (2019). Identifying metrics to predict annoyance due to Mach cutoff 
flight ground signatures. Journal of the Acoustical Society of America. 145(3, Pt. 2) 1899.  

 
Outreach Efforts 
N/A 
 

 

 

 

 



 

Awards 
Jonathan Broyles, National Council of Acoustical Consultants (NCAC) Student Travel Award (October 2019) to support 
participation in ASA San Diego.  
 
Student Involvement  
Nicholas Ortega was primarily responsible for test design, stimulus selection, test preparation, statistical analyses, and 
presentation preparation for the first two studies. Ortega presented the results of Study 2 at ASA Louisville in Spring 2019.  
 
Jonathan Broyles was primarily responsible for the test design, stimulus recordings (road, rail, and subsonic transportation 
modes), stimulus selection, test preparation, statistical analyses, and presentation preparation for the third study. He will 
present a talk on this study at ASA San Diego in December 2019. 
 
Plans for Next Period 
None. This report will serve as the final report, because the project will not be continuing in 2019–2020. (The PI will work 
with the graduate students who worked on this project, Nick Ortega and Jonathan Broyles, to publish peer-reviewed journal 
articles on the worked completed under the support of P42 in the coming year. All manuscripts will be sent to the project 
manager for review before submission to a journal.) 
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Appendix: Perceptual Study 2 Additional Figures 

Figure A1. Rating data on all scales for each stimulus. Averages are plotted with the “X” symbol, and error bars indicate 
95% confidence intervals for the mean value. 

Figure A2. Trend lines showing relationships between “annoying” ratings and all other ratings. Only average ratings are 
plotted. Correlations values are calculated between average ratings, but P values are calculated on the basis of the entire 

dataset. 




